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Abstract 

In this paper, we attempt to explain why rule-based 
syntactic analysis systems have not so far worked 
as well as they could. This will motivate our ap-
proach, which is based on a narrowing of the focus 
of the rules, resulting in more accurate, less am-
biguous, more efficient parsing and relative ease of 
acquisition.  These rules are word-based, rather 
than construction-based, and are used to produce 
“Just in Time” grammars for specific inputs.  We 
combine this grammar with an error detection and 
repair module that is enabled primarily by the de-
pendency-directed capabilities of the basic parsing 
engine.  Our approach is most closely related to the 
XTAG philosophy (Schabes, et. al., 1988).  We 
discuss the similarities and differences between 
XTAG and our work while further affirming the 
benefits of lexicalized grammars.. 

1 Introduction 

The diagram below illustrates the data and knowl-
edge flow in our system where syntactic analysis is 
a step in a comprehensive text analysis approach 
called Ontological Semantics (Nirenburg & 
Raskin, 2003) This means that, for us, syntax is 
merely a tool for grouping constituents and estab-
lishing values for various useful properties of the 
input text. Also, while in this paper we concentrate 
on rule-based processing of syntax, the overall ana-
lyzer uses other sources, including stochastic in-
formation in its operation. 
 
     Below, we will first attempt to explain the basic 
cause of the knowledge-based conundrum: why is 
it so promising an approach and yet has so far 
failed to produce high-quality broad-coverage syn-
tactic parsers, if not for all then at leas for the ma-
jor languages?  The main reason is ambiguity. 
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2 Large Rule Sets Lead to Ambiguity and 
Analysis Errors 

The Penn Treebank consists of many megabytes of 
English text parsed by hand. Theoretically, we 
should be able to extract a grammar of English 
from it that, when used with a parser, would be 
guaranteed to return the correct parse of any Eng-
lish sentence (see, for example, Charniak, 1996).  
We will demonstrate with a simple experiment that 
such an approach is not only infeasible from the 
processing point of view, but that it will also return 
countless incorrect parses along with the correct 
one, and that it will be very difficult to pick the 
correct parse from amongst the set of incorrect 
ones. 
     In this experiment, we used the first 20 directo-
ries of the Penn Treebank. We then automatically 
extracted a phrase structure grammar from these 
parsed sentences.  This grammar consisted of 
20,708 rules.  It includes such recognizable rules 
as: 
 
(1)  (s) = (np-sbj) (vp) (np)  
 
along with some that are not very recognizable: 
 
(2)  (s) = (pp-loc) (*comma*) (np-sbj-1) 
(*comma*) (sbar-prp) (*comma*) (advp-tmp) (vp) 
  
The correctness of some individual rules such as 
(2) might be debatable; however, the fact remains 
that these rules were attested to in the hand parsed 
corpus.  Their very existence helps to highlight the 
problems of the approach that seeks to write a rule 
to cover every isolated phenomenon.  
     We then attempted to use our own parser (Beale 
et al 1996; Beale 1997) in conjunction with these 
rules to parse a sentence that was itself a part of the 
corpus used to create the rules.  This approach 
should guarantee that the correct parse for the sen-
tence would be returned, possibly along with some 
incorrect parses. Even though we further simplified 
the task by using the words from the input string 
only with the intended POS tags, our parser 
(which works in a near-real time for open text 
when it uses our own grammar) failed to pro-
duce results after about 24 hours of operation 
per input sentence.  To see why, we will examine 
the results of the very simplified example sentence 
from the Penn Treebank in (3):  

(3) “Vinken is chairman.” 
 
This analysis of this simplified sentence produced 
3463 intermediate parses after about 10 minutes of 
processing.  After using some simple pruning heu-
ristics, 2622 parses remained.  Included in this total 
are 1805 top-level analyses; that is, the sequence 
“Vinken is chairman” had 1805 top-level analyses, 
including the correct one: 
 
(4)    0   - 3   : s ((0 1 np-sbj nil) (1 3 vp nil)) 1 
 
with the following correct sub-parses among the 
remaining 817 non-top-level parses: 
 
(5)         0   - 1   : np-sbj ((0 1 prn Vinken)) 

1   - 3   : vp ((1 2 vbz is) (2 3 np)) 
2   - 3   : np ((2 3 nn chairman)) 

 
Along with these correct parses, the top-level sen-
tence was also analyzed as a NP-6, S-2, S-TPC-1, 
S-3, S-4, NP-4, NP-MNR, S-6, SBAR-PRD-TPC-
2, NP-SBJ-67, NP-5, NP-SBJ-23, FRAG-TPC-1, 
ADVP-TMP, NP=2, NP-SBJ-21, NP-SBJ-103, 
NP=3, NP-SBJ-113, PP-TMP-CLR, SBAR-NOM-
1, NP=1, S-1, ADVP-LOC, PP-1, NP-SBJ-18, and 
well over 100 others.  The word “chairman” had 
130 analyses just by itself!  All of these analyses 
reflect rules that were created to cover a particular 
phenomenon, often in an isolated sentence. 
     This experiment clearly demonstrates what 
happens when a rule is written to handle every 
possible grammatical construction in a language 
(or at least in a corpus).  Such an approach is not 
feasible for two reasons: 
 

1. Practically speaking, the time needed for a 
parser to parse even a simple sentence us-
ing such a set of rules is prohibitive. 

2. Possibly even more importantly, such an 
approach returns too many incorrect 
parses. 

 
     In this paper we focus on problem 2.  It is true 
that the correct parse for (3) was returned.  It is 
also true that 1804 other top-level parses were re-
turned (for a sentence of three words!).  There cer-

                                                           
1 From node 0 to 3 was an “s,” consisting of an “np-sbj” from 
node 0 to node 1 (i.e. the first word) and a “vp” from node 1 to 
node 3. 



tainly exist methods for pruning this list.  For ex-
ample, if only full clauses are accepted at the top 
level,,a large number of candidate analyses would 
be eliminated. Unfortunately, the correct analysis 
might be one such. We could also employ statisti-
cal and probabilistic techniques such as in 
Charniak (1997) or Abney (1997).  Such methods 
are indeed promising, but as with all statistical 
techniques, their built-in margin of error might not 
be acceptable.. 
     We can look at the problem of incorrect an-
swers from a different viewpoint.  Assume that an 
input sentence is, in fact, ungrammatical.  The rule 
set generated for the above experiment will pro-
duce parses for it anyway. As an example, we in-
put the following sentence into the parser from this 
experiment: 
 
(6) “Hits chairman Vinken.”  
 
After waiting another 10 minutes, 2053 top-level 
parser were returned after applying the pruning 
heuristics.  This is even more than the 1805 top-
level parses for the grammatical sentence in (3)!  
This unfortunate behavior introduces false-positive 
parses, thus further jeopardizing analysis quality.  
It would be much better if the parser failed to re-
turn a top-level parse for (6), and then used some 
mechanism for recovering from this failure.  Such 
a mechanism is a central feature of our system. 
     In summary, writing rules to cover every phe-
nomenon is not a feasible approach to linguistic 
analysis. Paradoxically, the more rules you write 
to ensure coverage, the higher risk you run of 
generating inappropriate parses, or generating 
formally acceptable parses for inputs that are 
actually ungrammatical (and thus should not 
parsed using the standard rules of the gram-
mar). Gross inefficiency results and necessitates 
the otherwise avoidable subsidiary research goal of 
finding means of filtering out inappropriate analy-
sis results.  Stochastic and probabilistic methods 
were developed and have been widely used pre-
cisely for this purpose. Another side effect is that 
ungrammatical sentences are not immediately 
flagged, which prevents the parser from taking fur-
ther steps to recover from the unexpected input.   
 
     The approach we propose here circumvents 
these problems by: 

• limiting the number of basic rules that a 
parser uses.  This is our “Just in Time” 
grammar, described in section 3. 

• recovering from “unexpected” inputs, 
which will be described elsewhere (Beale 
& Nirenburg, submitted). 

3 Just in Time Grammar: Finding the 
Best Balance Between Rules and Repair 

The approach we have taken in this project is to 
simplify the set of rules that the parser must use, 
and then employ an error recovery procedure to 
take care of phenomena not covered in the initial 
parse.  What kind of simplifications do we mean? 
     In general terms, “general” is bad.  Having 
blanket rules like: 
 
(7)  CL = NP VP 
(8)  CL = NP VP NP 
(9)  CL = NP VP NP PP 
 
adds a tremendous amount of complexity to the 
parser’s work.  Certainly (7-9) are valid rules for 
English.  But for how many English clauses are 
they applicable?  If (7) is in our rule set, then the 
parser will identify every NP VP sequence as a CL, 
even in sentences where it is not, such as (10): 
 
(10)  John gave the ball to the man.  
 
A parser using rules (7-9) will return three CL 
parses for this sentence: “John gave”, “John gave 
the ball” and “John gave the ball to the man.”  As 
we have seen above, the real problem with this is 
not that it is inefficient, although that certainly be-
comes the practical stumbling block in many cases.  
The real problem is that general rules lead to incor-
rect parses. 
     How do we avoid most general rules?  By fo-
cusing our linguistic knowledge at the word level.  
We can, in very specific terms, define the syntactic 
environment in which we expect to find “give.” 
We extend this approach to all words and strictly 
limit the number of non-lexically-induced rules.   
     For example, we know that: 

• “destruction” often takes an “of” PP, 
which semantically maps into the THEME 
of the DESTROY event, and a “by” PP, 
which maps into the AGENT of the 
DESTROY event. 



• “similar” can follow either of the follow-
ing patterns: 

o a Y (that is) similar to X 
o Y is similar to X 

• “in” usually starts a PP that modifies either 
a noun or a verb in gerund form. 

• “move” can take a “to” PP, which indi-
cates the DESTINATION, and a “from” 
PP, which indicates SOURCE. 

• “Frank” is an NP all by itself. 
• “city” is a noun that expects an article to 

go in front of it. 
 

Solely on the basis of definitions such as the above 
(written in an appropriate metalanguage) one can 
build a “Just in Time” (JIT) grammar for a particu-
lar sentence.  The above descriptions, for example, 
can be used (together with similar descriptions for 
the rest of the words in the sentence) in generating 
a grammar for (11): 
 
(11) The destruction of the World Trade Center in 
New York by terrorists started to convince Frank 
that he should move to a city similar to Boise, 
Idaho. 
 
    To build the JIT grammar for this sentence, we 
first submit the input to a preprocessor, which re-
turns the root stem(s) for each word along with a 
list of possible parts of speech.  Note that the pre-
processor does not perform any disambiguation of 
parts of speech.2  The preprocessor also groups 
together phrases that have been identified in our 
lexicon.  It also performs a few other tasks such as 
number and time recognition. 
     We then retrieve the lexicon entry for each root 
stem (or phrase) identified by the preprocessor.  
The lexicon entry for a single root may contain any 
number of word senses for multiple parts of 
speech.  For example, for the word “move” in (11), 
the following word senses are retrieved (these are 
only textual examples of the word senses; the ac-
tual structure of the rules is shown next): 
 
 

                                                           
2 The XTAG system’s preprocessor performs statistical-based 
POS disambiguation to decrease the processing load on the 
parser.  This is not necessary in our system.  The main source 
of error in parsing identified by the XTAG group is related to 
POS disambiguation errors.  

move: 
move-n1  “It is your move.” 
move-v1 “He moved to San Francisco” 
move-v2 “He moved the table from the 
kitchen to the living room.” 

 
The actual lexicon entry for move-v2 looks like 
this: 
 
move-v2 

syntax: 
subject $var1 
root “move” 
direct-object $var2 
pp (optional) 

root “from” 
obj $var3 

 pp (optional) 
root “to” 
obj $var4 

semantics: 
MOVE-OBJECT 

AGENT ^$var1 
THEME ^$var2 
SOURCE ^$var3 
DESTINATION ^$var4 

 
Word sense definitions like this (‘^’ should be read 
as “the meaning of”) are then converted into “ex-
tended finite state” rules.  A discussion of the de-
pendency-directed finite state processor that is at 
the heart of our parser is beyond the scope of this 
paper and will be discussed elsewhere.  But note 
that these rules can handle feature values and em-
bedded constituents.  
 
     If we find in the lexicon the specific, unmarked 
contexts of every word (or phrase) in a sentence, 
and then apply only those rules when analyzing 
that sentence, we dramatically reduce the ambigu-
ity produced by general rules.  This is a “Just-in-
Time Grammar.”  
 
     The parser that uses a JIT grammar becomes 
much more efficient because it has many fewer 
rules to deal with and, even more importantly, be-
cause it produces so many fewer intermediate 
parses.  Most important of all, fewer incorrect 
parsers are produced, which makes the task of se-
lecting the correct ones much easier, and in many 
cases, trivial.  



     The main tasks that remain for such a parsing 
system are: 
 
(12)    1.  handling inputs in which words are used  

   in marked contexts. 
           2.  handling unexpected inputs. 
 
     We discuss these tasks in (Beale & Nirenburg, 
submitted). 

4 Discussion and Relation to Other 
Research 

Our work is related to a number of past or current 
projects. A brief overview follows. 

Word Expert Parsing 

     In the early 1980s Small proposed and imple-
mented a small-scale proof of concept of a system, 
a “word expert parser,” for text analysis that relied 
almost exclusively on information stored in the 
lexicon (e.g., Small and Rieger 1982). The word 
expert parser de-emphasized syntax in favor of 
semantic (or “conceptual”) analysis. While we 
agree with this preference strategically, we still 
believe that obtaining as complete and accurate 
syntactic analysis as possible helps to determine 
the correct semantic reading of the input. To our 
knowledge, the “word expert” idea, though well 
known, was not seriously developed any further, 
although it was an important early influence on our 
work. 

XTAG 

     The XTAG parsing system (see Schabes, et. al., 
1988; Joshi, et. al., 1994; XTAG-group, 2001) uses 
the tree adjoining grammar (TAG) formalism to 
support parsing on the basis of a lexicalized gram-
mar. While the TAG formalism is certainly viable 
and helpful, in itself it does not constitute an ap-
proach to text processing.  It is simply a represen-
tational scheme.  Lexicalization of TAG grammars 
has followed the general trend in the field – lexi-
calized grammars became popular with LFG, 
GPSG and HPSG paradigms and should be consid-
ered a dominant approach in modern treatments of 
syntax.  It is the emphasis in XTAG on efficiency 
of parsing attained through constraining grammars 
that is of central importance to us. 

     We plan on adapting the broad-coverage as-
pects of the XTAG grammar to our own parser 
(imitation is the highest form of flattery!).  How-
ever, there are several important differences be-
tween the XTAG parsing system and our own.  
These differences will be described in detail in 
(Beale & Nirenburg, submitted), but we summarize 
them here.  
     Let us recall that in our system, the parser ini-
tially uses only the standard, non-marked con-
text(s) defined for each word (for example, the 
finite, declarative context for verbs).  After the ini-
tial parse, the remaining task is to recover from 
marked contexts and from unexpected inputs.  We 
use an error detection and repair procedure to ac-
complish this.  
     What is the more common, rule-based approach 
to handling marked contexts?  Every time an input 
is processed, for example one with the word 
“move” in it, the rules in the knowledge base that 
describe its unmarked use are retrieved.  These 
unmarked rules are then used to create more rules 
to cover as many of the marked cases as can be 
planned for.  For example, these uses of “move” 
can be accounted for: 
 

• The man who moved to Baltimore was a 
teacher. 

• The city which Frank moved to is Balti-
more. 

• Frank started to move to his new office. 
• Moving to his office, Frank tripped on the 

carpet. 
• Moving to a new office is hard work. 
• The moved furniture was misplaced. 
• Frank quit his job and moved to Florida. 
• Frank was moved to Baltimore, etc… 

 
Many new rules could be created for every “un-
marked” English sense.  These rules could then be 
added to the grammar that the parser uses to proc-
ess every input that contains the verb.  This is basi-
cally the approach the XTAG system takes.  But 
we have argued above that such a practice creates 
ambiguity in parsing which leads to inefficiency 
and incorrect results.  One could moderate this ap-
proach, when possible, by only adding a particular 
new rule if it is triggered by something in the in-
put.  For example, a passive rule could be triggered 
by the presence of “be” and the past participle 



form of the verb.  The XTAG group has recog-
nized these problems and has implemented a series 
of filters.  Doran, et al. (2000) state that the “ambi-
guity in XTAG system is so large that the parser is 
prohibitively slow without the use of these filters.”  
Furthermore, XTAG  uses  statistical techniques 
because even though the filters “are effective in 
reducing supertag ambiguity, the search space for 
the parser is still sufficiently large.  We use a tri-
gram model in order to reduce the ambiguity fur-
ther” (Joshi & Srinivas, 1994). 
     In our approach, we seek to eliminate, when-
ever possible, adding rules that can possibly result 
in ambiguity.  In most cases, we prefer the parser 
to use only the small set of basic word senses (or 
contexts) present in the lexicon, and then handle 
the remaining contexts using the same error detec-
tion and recovery procedure that we use for unex-
pected inputs.  Delineating which natural language 
phenomena can and should be handled by the error 
recovery process is a major goal of our project.  An 
important result of our error repair is that unex-
pected (i.e. ungrammatical) inputs can be parsed 
using the same techniques we use to recover from 
grammatical, but marked contexts.  (Beale & Ni-
renburg, submitted) will focus on our error repair 
procedures  
     The fact that we combine semantic analysis 
with syntax also gives us a certain freedom to de-
lay syntactic decisions.  Consider the complex NP 
“the previously announced proposed plan.”   Our 
error recovery system will allow us to treat this 
whole string as an NP without trying to analyze the 
relationships between its constituents, which would 
require ambiguity-inducing syntactic rules.  Se-
mantics can then help us determined what those 
complex relationships must be.  By allowing dif-
ferent resources such as semantic analysis and er-
ror recovery (and even statistical methods when 
appropriate) to help solve difficult problems, we 
can significantly reduce the complexity of the rules 
we need to use in syntactic analysis, increasing 
efficiency as well as accuracy.  

Probabilistic Parsers 

     The main motivating factor behind this work is 
that rule-based processing for non-toy NLP appli-
cations produces inefficient, ambiguous results.  
The methodology we propose overcomes these 
problems by using a word-based “Just in Time” 
grammar combined with an error detection and 

repair module.  Statistical NLP techniques have 
been developed, in large part, to address the same 
problem.  Abney (1996) states that “The problem 
is epidemic, and it snowballs as sentences grow 
longer.  One often hears in computational linguis-
tics about completely unremarkable sentences with 
hundreds of parses … it is a perversity that is in-
herent in grammatical descriptions of the usual 
sort, and it emerges unavoidably as soon as we 
systematically examine the structures that the 
grammar assigns to sentences.”  Abney goes on to 
claim that a “Turing test” for NLP cannot be 
passed by an unweighted (i.e. stochastic) grammar. 
     A simple example of a stochastic grammar is 
shown below. 
 
  S -> NP V   .7  N -> John .6 
  S -> N  .3  N -> walks .4 
  NP -> N .8  V -> walks 1.0 
  NP -> N N .2 
 
The sentence “John walks” has two analyses: 
 (S (NP (N John) (N walks)))   

   with score (.3 * .2 * .6 * .4)  = .0144 
 (S (NP (N John)) (V walks))   

  with score (.7 * .8 * .6 * 1.0) = .336 
 
     Thus, the claim of the statistical method is that 
it helps reduce ambiguity, since the second reading 
is clearly preferable to the first.  Abney goes on to 
claim that the statistical method can help produce 
more natural analyses, increases error tolerance 
and eases the burden of lexical acquisition.  
     A statistical approach to NLP certainly can 
achieve all these goals, but at what cost?  Abney 
was careful to choose an example that made little 
sense in the alternate reading.  But consider an in-
put like “IBM lectures.”  Depending on context, 
this can easily be a NP (“IBM lectures are boring”) 
or a sentence (“IBM lectures about transistors to-
day.”)  Statistics can tell you the most probable 
reading, but it will always perform well below par 
because it disregards text meaning and world 
knowledge in its calculations. 

Incremental Parsing with Repair 

     Abney has identified the same problems that 
motivate our work.  Although we disagree with his 
proposed solution we do find (Abney 1990) to be 
significant. In discussing ambiguity and efficiency 
issues, he examines deterministic parsers (see be-



low), which are very efficient, but “do not scale 
well.”  The more typical chart parser “explores the 
space of possible parses more systematically,” 
which frees the grammar writer from the details of 
processing (inherent in deterministic grammars), 
but “substantially slows parsing.” 
     Abney argues that by breaking up the parsing 
problem into “a sequence of small, well-defined 
questions … (he) addresses the problem of scal-
ability without sacrificing the speed of determinis-
tic parsing.”  The CASS (Cascaded Analysis of 
Syntactic Structure) is a pipeline of simple “fil-
ters.”  Each filter makes a definite decision about 
the problem it is assigned, and when errors “be-
come apparent, the parser attempts to repair them.  
In contrast to backtracking, in which a parser un-
winds its computation to an earlier state and pur-
sues a different branch of a nondeterministic 
computation, repair consists in directly modifying 
erroneous structure without regard to the history of 
computation that produced the structure.” 
     So the basic approach Abney proposes is to 
simplify the parsing process by using simpler, un-
connected resources, and then repair errors without 
reference to those resources or prior computations.  
Our approach, although it has similar motivation 
and overall progression, is different in a number of 
ways.  Our error repair module does lead us to us-
ing a simplified set of rules.  But the simplification 
does not come by artificially breaking the parsing 
problem into disconnected units (for example, part 
of speech analysis, followed by phrase analysis and 
so on).  On the contrary, we propose to allow every 
level of analysis to affect and interact with every 
other level, including semantics.  In our model, 
simplicity is achieved because the rules are word-
based.  Word-based rules set up the syntactic and 
semantic expectations of a word in a neutral con-
text.  They are thus relatively easy to acquire indi-
vidually (although we do not discount the overall 
cost of acquiring these rules for the entire lexicon, 
which is significant).     
     Secondly, repair, in our approach, is not carried 
out uninformed by the previous analysis.  Quite the 
opposite.  Repair proceeds on the basis of the un-
fulfilled expectations set up by the word-based 
rules and  tracked by the dependency-directed 
parser. 

Deterministic Parsing 

     Deterministic parsing (see, e.g., the seminal 
work by Marcus (1980)), is another possible ap-
proach to reducing ambiguity.  In fact, a determi-
nistic parser reduces the ambiguity to zero by 
requiring the grammar writer to completely specify 
the context and conditions of a particular rule.  If 
the context and conditions are met, the rule is ap-
plied.  The analysis assigned by the rule cannot be 
rescinded, and the part of the input analyzed by the 
rule cannot be given a different analysis. 
     Marcus parsers are very appealing in that they 
efficiently process text using linguistic knowledge.  
Theoretically, their premise seems reasonable: 
given any two similar structures, we should be able 
to state why one should be analyzed in one way 
and the other in a different way.  Unfortunately, 
Marcus parsers are not practical for unrestricted 
text.  We agree with Abney (1990) that they repre-
sent “a considerable investment in human labor, 
and probably (are) close to the limit of what is pos-
sible for this type of parser.” 
     The main problem with acquiring this type of 
grammar is that the interaction of every phenome-
non in language with every other phenomenon in 
language must be addressed ahead of time by the 
acquirer.  This is simply not realistic.  The project 
that we are proposing here attempts to achieve a 
certain measure of the determinism achieved by 
Marcus parsers by using the parser only to process 
the word-based rules, which address the standard 
contexts.  Obviously the parser will not be able to 
completely parse many inputs, but the unfulfilled 
expectations recorded by the parser enable the er-
ror detection and repair module to complete the 
parse. 

Just in Time 

     We use the term “just in time” as an analogy to 
the Java computer language’s Just-In-Time (JIT) 
compiler.  Although there is no real scientific con-
nection, the analogy is helpful.  A Java compiler 
outputs bytecode, which is a standard representa-
tion of the language that can be used by any oper-
ating system.  This universal language is necessary 
in order for it to be useful in web-based program-
ming, in which the user’s computer downloads the 
Java program and runs it on its own operating sys-
tem. 



     Although ideal for this type of use, Java byte-
code is rather inefficient.  Because of this, most 
operating systems now use a JIT compiler that 
takes the generic bytecode and optimizes it for the 
particular operating system.  This process occurs at 
run-time. 
     The “Just in Time” grammar proposed here 
shares some features of the Java JIT compiler.  The 
“JIT” grammar is produced at run-time in order to 
improve on the inefficiency of a general, mono-
lithic grammar.  A general grammar is built to 
(theoretically) apply to all sentences.  A JIT 
grammar is built up from the words in the input 
sentence only.  It improves efficiency by focusing 
the rule set on the phenomena possible, given the 
actual input, instead of allowing unfruitful analyses 
(and possibly misleading analyses) into phenom-
ena that cannot occur given the inputs. 

5 Conclusion 

In this paper we have presented arguments in favor 
of lexicalized grammars, which are the basis for 
several recent parsing strategies, including XTAG 
and our own “Just in Time” grammar.  We de-
scribed the “Just in Time” grammar approach and 
compared it to several other approaches that have 
been used to combat ambiguity and inefficieny in 
syntactic parsing.  
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