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This article discusses the various aspects of designing a system for eliciting knowledge about language from
informants. For each design aspect, various options for implementation are presented, along with their pros, cons,
and repercussions for other parts of the knowledge elicitation system. A running example throughout the text is
taken from the paradigmatic morphology elicitation module of a system called Boas, which elicits knowledge to
support a machine translation system. The main point of the article is an argument about the necessity to analyze the
design choice space for complex natural language processing (NLP) systems early, comprehensively, and overtly.
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1. INTRODUCTION

Building novel complex applications in computational linguistics is commonly influenced
by countless decisions that derive from an intangible combination of knowledge, assumptions,
and beliefs that the system designers hold about the content of the nascent system as well as
its desired final functionalities. Some of these decisions are made consciously while some
others should be qualified as tacit assumptions. This is understandable, at least in part,
because experimental research differs in principle from “standard” software engineering
in the relative unpredictability of its outcomes. In experimental science it is difficult to
anticipate all the requirements and eventualities that will influence the ultimate content and
look and feel of the system. In experimental research it is thus more important than in
industrial implementations to tease out as many strategic choices made—deliberately or
subconsciously—during system design, because if one reaches a bottleneck in development,
a record of such choices provides possibly the best blueprint for quick redesign. In addition,
an overt specification of the space of design choices helps to chart the course for future
extensions to the system under development.

The importance of formalizing the decision space associated with system development
has been demonstrated in our recent work on a system called Expedition, which supports the
rapid development of moderate-quality machine translation (MT) systems from any language
into English. The system’s main task is to obtain from a human informant information about a
source language L and convert this information into the format required by the MT system of
choice. Expedition has been developed to support essentially two major approaches to MT—
the word and phrase substitution method, and the transfer method.1 The former essentially
requires access to a bilingual lexicon. The latter adds the need for syntactic analysis. Of
course, to carry out lexicon lookup, the system must know not only the lexical stock of the
source language. It must first recognize the writing system, segment the text into words and
nonlexical material, and (using morphological analysis) determine the lemma, the form of
each word that will be listed as entry head in the lexicon. The core of the Expedition system
is its innovative knowledge elicitation (KE) module, Boas.

Address correspondence to M. McShane at CSEE Department, University of Maryland, Baltimore County, 1000 Hilltop
Circle, Baltimore, MD 21250, USA; e-mail: marge@umbc.edu

1The basic MT approaches as stated are, of course, abstractions. Every MT system (see, e.g., Hutchins 1986 for a survey),
in fact, modifies the basic approach, so that it can even be argued that there exists a continuum of approaches, not a small set
of well-defined ones.
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Boas is used to extract knowledge about L from an informant with no knowledge engineer
present. In this, it differs from typical expert systems that rely on a personal interview with a
domain expert carried out by a knowledge engineer (see, e.g., Motta, Rajan, and Eisenstadt
1989; Gaines and Shaw 1993). Boas itself leads the informant through the process of supplying
the necessary information in a directly usable way. To do this, the system must be supplied
with resident (meta)knowledge about language—not L, but language in general—which is
organized into a typologically and cross-linguistically motivated inventory of parameters,
their potential value sets, and modes of realizing the latter.2 The inventory takes into account
phenomena observed in a large number of languages. Particular languages would typically
feature only a subset of parameters, values, and means of realization. The parameter values
employed by a particular language, and the means of realizing them, differentiate one language
from another and can, in effect, act as the formal “signature” for the language. Examples of
parameters, values, and their realizations that play a role in the Boas knowledge-elicitation
process are shown in Table 1. The first block illustrates inflection, the second, closed-class
meanings, the third, ecology, and the fourth, syntax.3

In the elicitation process, the parameters (left column) represent categories of phenomena
that need to be covered in the description of L, the values (middle column) represent choices
that orient what might be included in the description of that phenomenon for L, and the
realization options (right column) suggest the kinds of questions that must be asked to gather
the relevant information.

The selection of parameters and values in Boas is made similar to a multiple choice test
which, with the necessary pedagogical support, can be carried out even by an informant not
trained in linguistics. This turns out to be a crucial aspect of knowledge elicitation for rare
languages, because one must prepare for the case when available informants lack formal
linguistic training. The overall KE process is driven in Boas by a combination of system
guidance and user initiative. Thus, the methodology of KE employed in Boas integrates the
familiar graphical user interfaces with the (meta)knowledge about the typology and universals
of human languages and a methodology of guiding the user through the acquisition process.4

As a result, it is quite different from most interactive knowledge acquisition tools used in
natural language processing (NLP) (e.g., Leavitt et al. 1994; Nirenburg et al. 1996).

In addition to its methodological innovations, Boas also allows maximum flexibility and
economy of effort. Certain decisions on the part of the user cause the system to reorganize
the process of acquisition by removing some interface pages and/or reordering those that
remain. This means that the system is more flexible than static acquisition interfaces that

2Many automated knowledge acquisition systems—such as AQUINAS (Boose and Bradshaw 1987) and MOLE (Eshelman
et al. 1987)—are workbenches that help experts in any domain to decompose problems, delineate differences between possible
causes or solutions, etc. Like typical knowledge engineers, such systems have no domain knowledge and therefore focus on
general problem-solving methodologies. Other systems permit editing of an already existing knowledge base, with the design of
the editor following from a domain model. For example, OPAL (Musen et al. 1987) provides graphic forms for cancer treatment
plans—which reflect how domain experts envision such plans—that can be augmented by users. Boas more closely resembles
the second model in that it relies heavily on a domain model; however, like the first model, it must also support not entirely
predictable types of problem solving (e.g., analyzing language data). Another aspect of Boas worth mentioning is that the task
set to users is cognitively more complex than the tasks attempted by many KE systems. For example, the system discussed in
Blythe et al. (2001) has a user provide information about travel plans. While the challenges confronting the developers of such a
system are formidable (e.g., determining whether it will be less expensive for the person to rent a car or use taxis), the cognitive
load on the user is minimal. In Boas, by contrast, the user plays the role of a linguist that, even under close system guidance,
requires natural analytical ability and no small amount of thinking.

3More discussion of parameters and values can be found in McShane and Nirenburg (2003), McShane et al. (2003), and
Nirenburg (1998).

4For further discussion of Expedition and, specifically, the methodology of Boas, see McShane et al. (2003), Nirenburg
(1998), and other publications listed at the Expedition website: http://crl.nmsu.edu/expedition.
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TABLE 1. Sample parameters, values and means of their realization.

Parameter Values Means of realization

Case relations Nominative, accusative, dative,
instrumental, abessive, etc.

Flective morphology, agglutinating
morphology, isolating morphology,
prepositions, postpositions, etc.

Number Singular, plural, dual, trial, paucal Flective morphology, agglutinating
morphology, isolating morphology,
particles, etc.

Tense Present, past, future, timeless Flective morphology, agglutinating
morphology, isolating morphology,
etc.

Possession ± Case marking, closed-class affix,
word or phrase, word order, etc.

Spatial relations Above, below, through, etc. Word, phrase, preposition or
postposition, case marking

Expression of numbers Integers, decimals, percentages,
fractions, etc.

Numerals in L, digits, punctuation
marks (commas, periods, percent
signs, etc.), or a lack thereof in
various places

Sentence boundary Declarative, interrogative,
imperative, etc.

Period, question mark(s), exclamation
point(s), ellipsis, etc.

Grammatical role Subjectness, direct-objectness,
indirect-objectness, etc.

Case marking, word order, particles,
etc.

Agreement (for pairs
of elements)

±person, ± number, ± case, etc. Flective, agglutinating, or isolating
inflectional markers

require the user to walk through the same set of pages irrespective of context and prior
decisions. Moreover, a dynamic task tree graphically represents progress made and data
dependencies, making it clear to the user what tasks can be carried out at any time. This
approach holds a middle ground between a rigid sequencing of tasks (that are bound to make
the work boring, at least for some users) and a laissez-faire attitude of allowing the user
to attempt any of the remaining tasks at any time (only to be reminded later that certain
prerequisites for that task are not yet filled). We call the acquisition paradigm exemplified by
Boas knowledge elicitation.5

While this article deals primarily with design choices, it is worth our while to give at
least a fleeting description of how Boas works. The KE tasks are organized in a dynamic
task tree, with the status of each task at any given time indicated by the associated icon:
e.g., a green light means the task may be carried out, a “do not enter” icon means the task
has unfilled prerequisites, a coffee cup means it was postponed midway through and must
be finished, and an X means it was deemed inapplicable by the system based on prior user
responses. Figure 1 shows an abbreviated view of the task tree when the user is about to begin
paradigmatic morphology.

5There is no universal agreement about the meaning of the terms knowledge acquisition and knowledge elicitation. We
do not attempt to compare and clarify terminological usage beyond stating that elicitation centrally involves system initiative
and, therefore, relies on significant amounts of metaknowledge in the system.
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FIGURE 1. The task tree in Boas at the point when the paradigmatic morphology of nouns is being started.
The green light icon shows that the task Introduction can be accessed. The “do not enter” icons show that the
tasks below them have prerequisites and cannot currently be accessed.

Although space does not permit a full depiction of the task tree in Boas, the abbreviated
rendering of the five major modules (ecology, morphology, syntax, and open- and closed-class
lexicons) below should suffice for orientation.

Ecology:

� inventory of characters
� inventory and use of punctuation marks
� proper name conventions
� transliteration
� dates and numbers
� list of common abbreviations, geographical entities, famous people, etc. (which can

be expanded indefinitely)

Morphology:

� selecting language type: flective, agglutinating, mixed
� paradigmatic inflectional morphology, if needed
� nonparadigmatic inflectional morphology, if needed
� derivational morphology

Syntax:

� structure of the noun phrases: NP components, word order, etc.
� grammatical functions: subject, direct object, etc.
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FIGURE 2. Some pages in Boas elicit information. Here, the informant has to select the grammatical numbers
for which Russian nouns inflect, having indicated earlier that they do, in fact, inflect.

� realization of sentence types: declarative, interrogative, etc.
� special syntactic structures: topic fronting, affix hopping, etc.

Closed-class lexical acquisition:

Provide L translations of some 150 closed-class meanings, which can be realized as
words, phrases, affixes, or features (e.g., Instrumental Case used to realize instrumental
“with,” as in hit with a stick). Inflecting forms of any of the first three realizations must
be provided as well, as applicable.

Open-class lexical acquisition:

Build an L-to-English lexicon by (a) translating entries from an English seed lexicon,
(b) importing then supplementing an on-line bilingual lexicon, (c) composing lists of
words in L and translating them into English, or (d) any combination of the above.
Grammatically important inherent features and irregular inflectional forms must be
provided.

Associated with each of these tasks are knowledge elicitation “threads”—i.e., series of pages
that combine questions with background information and instruction. If, for example, a user
indicates that nouns in L inflect for number, the page shown in Figure 2 will be accessed.
Explanatory support for decision making is provided in help links at the bottom left of the
page. Thus some pages, like the one in Figure 2, require user input, while others, like the one
in Figure 3, are purely pedagogical.

There is much to say about various aspects of the Boas system but here we will, to the
extent possible, tenaciously hold to one line of inquiry: how the Boas module that elicits
knowledge about flective morphology suggests choice spaces relevant for many types of
system development. Thus, discussion of specific decisions related to Boas is intended to
elucidate broader conceptual and implementational details.
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FIGURE 3. Some pages in Boas are purely pedagogical. This one explains common diagnostics for paradigm
delineation.

The paradigmatic-inflectional module of Boas, which currently contains an elicitation
component and a machine learning one, must collect the necessary information to analyze
tokens in L as a combination of lexical meaning and values of grammatical parameters.
A goal so simply stated hides a tangled decision tree of assumptions, with terminal nodes
corresponding to the different approaches and configurations of the task. The relevant issues
span the realms of linguistics, machine learning, interface design, use of corpus processing
tools, and many aspects of the methodology we call knowledge elicitation. The module
actually implemented in Boas for treating flective inflectional morphology is schematically
presented in Figure 4.

We will discuss the ten elements of the choice space associated with the machine pro-
cessing of paradigmatic inflectional morphology later. The order of description of the choices
is relatively unimportant because they are intimately interconnected. For reasons of space,
at some major junctures we follow just one possible branch of choices and, as a result, the
discussion becomes somewhat more system-specific as it progresses; but the side effects of
the other choice paths should, we hope, be easily visualized. Each of the ten design choices
to be discussed is representative of at least one issue with broader application. By way of
orientation, we briefly state each issue, followed by the related design choice that will be
further discussed in the article.

Issue 1: Who will use the system? The answer to this question affects interface design,
the nature of tasks one can reasonably set to the user, the way those tasks are presented, and
expectations regarding correctness and completeness of results.

Choice 1: Is the informant an expert or a novice in the field of (computational) linguistics?
Issue 2: What portion of resources and analysis procedures will be derived (or will

be rule based) and what portion will be listed explicitly? How much irregularity must be



LEARNING INFLECTIONAL MORPHOLOGY FOR NLP 117

FIGURE 4. The Boas module for treating flective morphology.

“cleaned up” if rule-based processing is used? To what degree must the system’s coverage
be dynamically extensible?

Choice 2: Will a machine learning program be used for inflectional morphology or will
all inflectional forms be overtly specified in the lexicon?

Issue 3: What, specifically, are the intended applications of the system? In many cases,
similar types of resources and programs can be used for many different tasks, but the more
narrowly one can specify the primary task, the better one can target resources to that task.

Choice 3: Will the MT system that uses the elicited information analyze L, generate L,
or both?

Issue 4: When a phenomenon can be analyzed, and therefore described, in different
ways, how does one choose between methods of description? What practical or theoretical
considerations favor one view of reality over another?

Choice 4: For languages with flective morphology, should one elicit paradigms or inven-
tories of affixes and morphotactic processes?

Issue 5: Within the current project, are all relevant phenomena clearly and sufficiently
delineated or do some phenomena need to be reanalyzed and/or specified in a way never
before attempted? Are developers rigorous enough in asking the question “what do we mean
by x?”

Choice 5: How should we define “paradigm” in the context of machine learning?
Issue 6: How can one best integrate automated, semiautomated, and manual procedures?

While fully automated procedures are the most impressive, their results can often be improved
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with human intervention at key stages. Such intervention in KE tasks requires another inter-
face, more pedagogical support, etc.; therefore the question that arises is, what is the right
balance of “trusting” automation and permitting or requiring user support?

Choice 6: How and how much should the informant help the morphology learning
program to generate good rules?

Issue 7: One challenge in eliciting knowledge—through a user interface or even in
face-to-face fashion—is to curb the informant’s desire to tell everything he or she knows in
random order and to a random level of detail, because subsequently organizing such a stream
of information into something usable is a formidable challenge.6 However, relative freedom
of organization can, in some instances, expedite the informant’s work and should therefore
be supported. Providing such support in an interface is particularly challenging if the input
is to be used in processors without any human massaging. Therefore, the question is, how
can one design a user interface such that it provides maximum flexibility of expression but
still conforms to a format that will be usable in processing?

Choice 7: How can an interface best support the creation of user-designed inflectional
paradigms?

Issue 8: Listing information is not easy. As confirmation: list 30 breeds of dogs. Then list
100 types of balls (“squash ball” can get you started). It is practically impossible to get good
coverage of any type of information by just sitting and thinking about it. What approaches
can be used to guide informants such that they can list items, or make generalizations, that
actually provide good coverage?

Choice 8: Once the paradigm template is created, how should we go about choosing
sample words to serve as input for the morphology learning program?

Issue 9: In knowledge elicitation, the informant’s time is valuable, which argues for
automation of certain portions of knowledge acquisition (KA) tasks. However, automation
comes at a cost: programmer time. Therefore, for a given application, can the programming
time to increase automation be recovered by savings in informant effort?

Choice 9: For each sample paradigm, how can the complete inventory of forms be
obtained?

Issue 10: What can be done with the elements that fall between categories of any clas-
sification system? How does one seek out such phenomena, who should do the seeking, and
what should be done with them once they are found?

Choice 10: Where will multiword inflectional units be treated—in morphology? in the
lexicon? in syntax?

All of the fundamental issues of user modeling, software engineering, and knowledge
elicitation that are raised by our ten choices cannot be pursued in an article of this scope.
However, the fact that countless considerations spanning several distinct bodies of research
must be juggled when developing a system like Boas underscores the necessity of keeping
track of options, decisions, and the rationale behind the latter.

Choice 1: Is the informant an expert or a novice in the field of (computational)
linguistics?

Adapting interactive systems to specific types of users has been studied, under different
names, for many years (see, e.g., Brusilovsky 1998; Fink, Kobsa, and Nill 1998; Kobsa
2001). In KE, the system and informant serve each other. That is, the system must provide

6In describing knowledge elicitation by a knowledge engineer using domain experts, Motta, Rajan, and Eisenstadt (1989)
note that “the preliminary phase of extracting knowledge from the expert usually produces an unstructured and uninterpreted
set of data that are often messy, noisy and unreliable, depending on the technique being used.” Their systems aim to support
the knowledge engineer in data analysis and domain conceptualization.
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appropriate elicitation tasks, sufficient pedagogical materials, a convenient interface, and
means of optimizing the informant’s time and effort. The informant, in turn, must agree
to read the pedagogical materials and show diligence in supplying correct and complete
information, to the extent of his or her ability.

All informants for Boas should be native or near-native speakers of L, such that lexical
knowledge and grammaticality judgments pose no problems. However, they may range from
being experts to beginners with respect to formal description of L, general linguistics, and/or
computational approaches to linguistics. For the sake of simplicity and space, we will orient
this discussion around an expert versus novice bifurcation, realizing that this only scratches
the surface of relevant user-modeling issues.

Experts and novices bring different skills to, and impose different demands on, any KE
task. Generalizing as we must over the various aspects of KE, we can make the following
assumptions (deriving from the experience of developers and others who have worked with
the system) about what informants will bring to the table when asked to provide information
about the paradigmatic inflectional morphology of L:
� An expert will have set ideas, whereas a novice will have little or no idea, about how

words fall into inflectional paradigms. Both require initiation by the KE system: experts
must be taught how the system interprets the notion of paradigm and novices must
be taught what a paradigm is and how to go about assigning words to paradigms (see
Choice 5).

� An expert will want to exploit abstractions that permit phenomena to be covered elegantly
and efficiently, whereas a novice will lack the insight to make such abstractions. The KE
system must coax the former into using only those expressive means that are defined
in the system (e.g., a morphological learner may or may not permit global morpho-
phonological rules to be specified and used) and must guide the latter toward making
helpful abstractions.

� An expert will be aware of all manner of exceptions to standard paradigm division and
could easily get carried away focusing on them, whereas a novice might fail to think
of any but the most common cases. In Boas, we, in effect, declare that there are no
exceptions, turning what previously was categorized as such into full-fledged paradigms,
at the price of proliferating the number of the paradigms. This was the path taken, for
example, by Zalizniak (1967), who lists no fewer than 76 nominal declension paradigms
for Russian—whereas most grammar books suggest three or four major declensions,
plus one or two important groups of words that require special treatment, and a number
of listed instances of suppletive forms. See also Choice 5 below.

� An expert will have relatively less patience with manual work (here: typing), especially
if he or she believes the system could have been designed to bypass this necessity. A
novice is not expected to be as demanding of the system in this sense, finding the entire
task to be so new that the monotony will be less acutely felt.

� An expert will have a better chance of achieving good coverage from the outset, whereas
a novice will need to depend more on failure-driven system improvement.

To summarize, a KE system serving expert informants must initiate the informants into
the system’s goals, possibilities, and limitations while providing, to the extent possible, for the
types of time-saving generalizations the informant will want to exploit. A KE system serving
novices, on the other hand, will have to be supplied with extensive background pedagogical
material, guidance in making abstractions, and correction functions to cover inevitable errors
and oversights.

There are at least four ways of designing a KE system to cater to different informants’
levels and needs: (1) build a separate system for informants at each of two or more levels
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FIGURE 5. The first elicitation page for case, showing methods of progressive disclosure.

of expertise; (2) build elicitation tracks for different levels of expertise and permit users to
switch tracks at specific junctures; (3) build a single system that uses methods of progressive
disclosure—i.e., optional help materials—to provide extra assistance to novices within the
same interface that is used by experts; or (4) build a single system that offers a choice of
expertise levels only at crucial junctures.

Although all of these methods are entirely feasible, we found that in Boas a combination
of the third and fourth methods was most realistic and useful. The problem with the first two
methods is fourfold: first, the expert/novice “split” is really a continuum; second, even expert
linguists might not have special training in inflectional morphology (or some other module
in Boas), making them relative novices for that task; third, it would be very difficult to guide
users in the self-determination of expert versus novice status, either from the outset (as for
option 1) or at the start of each module (as for option 2); finally, much of our pedagogy serves
as initiation into the world of Boas; therefore, it would need to be repeated in each system
anyway. The third method, which incorporates progressive disclosure, is an excellent way to
provide help within a unified system and is exploited extensively in Boas. Figure 5 shows two
means of progressive disclosure: (1) in the lower left-hand corner are three hyperlinks that
provide information on the stated topics; the page accessed from the second one in shown in
Figure 6; and (2) the Help Resources link in the blue frame leads to glossaries, tutorials, etc.,
and is present throughout work on the system.

Methods of progressive disclosure help a user to better understand the task at hand but do
not provide remedial routines for especially complex tasks, which is why building separate
novice and expert routines can be an effective supplement at key places, as in option 4 above
(for an example, see Choice 8).

Choice 2: Will a machine learning program be used for inflectional morphology or
will all inflectional forms be overtly specified in the lexicon?

Discussions of morphology for NLP commonly assume the existence of a morphologi-
cal analysis program that, given a word form, breaks it into a stem and affixes (recognizing
morphotactic alternations), and then assigns them (a) a lexical meaning, by determining
the corresponding citation form and carrying out dictionary lookup, and (b) a grammatical
meaning, by specifying the values for the grammatical parameters realized through various
morphemes in the word. However, this association is not mandatory. There is nothing in-
herently wrong with explicitly listing all inflectional forms of all words, along with their
parameter values, in the lexicon. (For a discussion of the relative preferences of rule-based
and enumeration-oriented approaches for description in NLP, using the example of computa-
tional lexicography, see Nirenburg and Raskin (2001)). If hiring a large number of minimally
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FIGURE 6. Pedagogy about case as an example of progressive disclosure.

trained people is less expensive than using a software engineer to write a morphological
analysis program, listing might indeed be the preferred option.7 Similarly, if a language (like
Irish, at least in part) has highly irregular inflectional forms it might not be worth the effort
to seek out rule-based patterns. In short, creating a morphological analyzer tends to be a
time-saving choice but is not a mandatory element of text processing applications.

Choice 3: Will the MT system that uses the elicited information analyze L, generate
L, or both?

Generating correct inflectional word forms requires more information than analyzing
word forms into stems and affixes. An analysis grammar needs only an inventory of affixes
and morphotactic processes that can be applied to stems, with no requirement that certain
affixes or morphotactic processes be associated with particular stems.8 Assume, for example,
that an analysis grammar of English contains the plural suffixes s and es. Assume further
that the word hisses is encountered in a text. A straightforward morphological analyzer will
strip off the affix s and look up hisse in the lexicon, finding no match. Then it will strip
off the affix es and look up hiss in the lexicon, finding a valid entry. There is no real need
for the analyzer to know in advance that hiss must take the suffix es rather than s: the latter
case simply will not ever have been encountered. A generation grammar, by contrast, would
have to know that es and not s is the pluralizing suffix for hiss because there is no room
for ambiguity in generation (unless one uses some elaborate means of matching against a
corpus and filtering out unfound entities—a method that would require a massive corpus to
produce reasonable coverage). The matter of tuning the elicitation process toward analysis
versus generation—Expedition, we reiterate, will only analyze L—has implications for many
of the choices below.

7The only drawback of this approach is that words that are not included in the dictionary of word forms will fail to be
processed by any application using this dictionary; therefore, a morphological analyzer will still be needed to process such
unattested words.

8This type of information could, of course, help to reduce analysis ambiguity in some instances, but for most analytical
systems it is not necessary. For discussion of relevant issues, see Nirenburg and Raskin (1987a, 1987b).
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Choice 4: For languages with flective morphology, should one elicit paradigms or
inventories of affixes and morphotactic processes?

The realm of morphology we are dealing with here is inflection in so-called inflecting
languages. Inflecting languages stand in contrast to agglutinating or isolating languages in
that there is often a many-to-one association of inflectional parameters to affixes (e.g., English
s on verbs indicates tense: present, aspect: simple, person: third, and number: singular, as in
walks) and inflection occurs not only via simple affixation but by other processes as well. For
these reasons, inflection in inflecting languages is best described—or so think linguists—
using paradigms of the well-known type that arose from grammars of Latin. For example,
below is the present tense portion of the inflectional paradigm for the French verb aimer “to
love.” The verb forms themselves are in boldface. 1, 2, and 3 refer to grammatical persons.
Sg. (Singular) and Pl. (Plural) refer to grammatical number.

1.Sg. j’aime “I love” 1.Pl. noun aimons “we love”
2.Sg. tu aimes “you love” 2.Pl. vous aimez “you love”
3.Sg. il/elle aime “he/she loves” 3.Pl. ils aiment “they love”

In all instantiations of Boas we elicited inflectional data for flective languages on the ba-
sis of sample paradigms, and we developed machine learning programs to work from
these paradigms. (The purpose of the machine learning component in Boas is to auto-
matically develop rules for correct assignment of a word to a paradigm on the basis of
an initial training corpus of words that were assigned to paradigms by the informant us-
ing the Boas interface.) However, this is not the only possibility. Another option would
be to gather inventories of affixes and morphotactic rules, reducing the distance between
the form of information elicited and the rules the learning program will create. The only
benefit of this method, it appears, would be the potential simplification in the learning
algorithm.

Although we will not pursue in depth methods of eliciting from informants an inventory of
affixes and morphotactic rules (we determined that for Boas this would be more problematic
than helpful), the ramifications of such methods deserve mention:

1. Inflectional processes for inflecting languages tend to be based on some abstract notion
of stem, which often does not correspond to the typical citation form found in lexicons.
For example, whereas the citation form for the French verb meaning “to love” is aimer,
the stem upon which inflectional rules operate is arguably aim- (thus, e.g., the 1.Pl.
form is composed of the stem, aim-, plus the ending ons). Because of the common
mismatch between stem and citation form, either an extra field for stems would have to
be incorporated into the open-class lexicon (which would increase the overall acquisition
time, often significantly) or global rules to convert citation forms into stems would have
to be elicited and applied.

2. It would still be necessary to associate the affixes with their grammatical meanings,
like Nominative Plural or Past Simple First Singular. Therefore, the establishment of
a paradigm as an inventory of all licit combinations of parameter values would still
be required even if the inflectional patterns themselves were not learned using sample
paradigms. For example, the informant might be prompted to create a paradigm template
(as described below) but, instead of filling it with word forms, he or she might be asked
to list in each cell those affixes that can realize the respective parameter value combina-
tion, and to supplement that information with any morphotactic processes that need be
applied.
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3. Listing affixes and morphotactic processes in isolation requires a level of abstraction
that is likely beyond the capabilities of linguistic novices. It is far simpler to provide real
word forms and ask the program to make generalizations.

4. It would be a great challenge to develop expressive means that permit an informant to
convey, in a way the program could unambiguously understand, the range of possible in-
flectional processes that lie outside of strict affixation: stem-internal changes, infixation,
etc.

5. Although the method of listing affixes and morphotactic processes might cover the bulk
of inflectional forms in some languages, irregular forms would still need to be listed
overtly, which again leads back to the paradigm.

We believe that the above considerations fully justify our choice of the fully paradigm-oriented
acquisition method for Boas.

Choice 5: How should we define “paradigm” in the context of machine learning?

Although linguists agree on the general definition of paradigm, a nasty devil lies in
the details of paradigm specification. The fact is that for a given part of speech in a given
language, one might posit 4, 14, 40, or 400 paradigms, depending upon how many slight dif-
ferences are permitted and/or umbrella (e.g., phonological, spelling, and semantically based)
rules are relied upon. Descriptive linguists have full freedom to bunch or split paradigms to
achieve descriptive elegance, but computational linguists—and informants for systems that
elicit knowledge for computational applications—have their expressive power restricted by
the nature of the morphological learning program. That is, the more primitive the learning
algorithm, the more finely the paradigms need to be split.

A sophisticated machine learning program can handle practically limitless bunching
of words into paradigms. In fact, if inflectional patterns can be unambiguously predicted
based on formal properties of words, there is no reason why there could not be one super-
paradigm to cover all inflectional morphological processes, even if there were context-specific
variants for given combinations of parameter values (e.g., in language L the Nominative
Plural ending for nouns might be s after word-final t, w, b, and es after word-final z, s). When
working with a robust program, the main reason for splitting paradigms is unpredictability; for
example:

� the morphological learner might not have access to, or be programmed to handle, lexical
parameters like gender and animacy, even though these can affect inflection: e.g., a given
string might take the Accusative Singular case ending a if it is a Masculine noun but e
if it is a Feminine noun;

� words might be classed into idiosyncratic groups that are not exact or prominent enough to
be reflected by lexically specified parameters but nonetheless affect inflectional patterns:
e.g., a given string might take the Genitive Singular case ending ov if it refers to a smallish
animal but ot if it refers to a largish animal—à la Lakoff ’s women, fire, and dangerous
things (Lakoff 1990).

� the distribution of alternative inflectional patterns might be completely random—a matter
to be memorized by people and taught explicitly to machines.

Unpredictability like this can be tolerated, at least to some extent, by programs that seek only
to analyze text, but not by those that seek to generate text as well, as shown by the following
example.

When faced with apparently conflicting information, a learning algorithm intended for
both analysis and generation will further restrict the context to resolve the ambiguity. For
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example, say some language contains the following two words, shown in their Nominative
Singular and Nominative Plural forms:

padytNom.Sg. padytisNom.Pl.

romytNom.Sg. romytosNom.Pl.

The program will search for the distinguishing feature that determines the is versus os ending
starting from the end of the stem, because the inflectional affix is a suffix. Word-final t is not
sufficient to determine which affix is required, nor is yt; therefore, the distinguishing feature
will be set as stem-final dyt versus myt until and unless further data contradict this hypothesis.
However, this conclusion could be wrong: maybe the t was the most distinguishing factor but
there happens to be an obscure, possibly historically explained division of words into the is
and os groups (alas, this fact brings no succor to a learning program that is fully anchored
in synchronic descriptions). It is easier for an automatic learner to capture this randomness
if the user helps it by placing the words in separate paradigms, where for one paradigm all
words ending in t will take the plural ending is and for the other paradigm all words ending
in t will take the plural ending os. The above means, incidentally, that the user must be
responsible for providing a sufficient number of paradigms to cover all productive patterns
of inflection in L and for overtly listing all the important exceptions in the lexicon. This task
is rather complex; therefore, the usual elicitation method based on pedagogy and templates
is supplemented by a program that allows the user to correct and extend the data set when
a failure occurs in MT results (e.g., if an entry matching an input string is not found in the
lexicon).9

In one implementation of Boas we use a very sophisticated learning program.10 The
sample inflectional paradigms provided by the informant are compiled into a finite state
transducer lexicon and combined with a sequence of morphographemic rewrite rules in-
duced using transformation-based learning. The resulting morphological analyzer is capable
of generating and analyzing word forms as well, which permits a highly effective KE method-
ology that we call the learning loop. The elicitation and learning processes work as follows.
After creating a paradigm template (see Choice 7), the informant provides all the inflectional
forms for an example for Paradigm 1, the primary example. The learner then uses this exam-
ple to hypothesize some morphological rules for this paradigm. The informant then provides
the citation form for one or more secondary examples belonging to the same paradigm and
the system generates what it expects to be the correct inflectional forms, based on the rules
developed on the basis of the primary example. The informant corrects any errors and the
program “relearns” the rules. This iterative process of testing and correcting the learner’s
rules continues until the informant has presented and tested all the slight inflectional variants
he or she wants covered by the rules for Paradigm 1. Then he or she carries out the same
process for all the rest of the paradigms needed to cover productive inflectional patterns
in L.

It must be emphasized that there are no wrong ways of presenting data in this framework,
although some ways are certainly more efficient than others. If a user poorly understands
what an inflectional paradigm is, he or she can even select words at random, provide all the
inflectional forms of each in a separate paradigm, configure the system, test it, and see what
happens. The system’s failure to analyze certain words will suggest the need for additional
paradigms to cover those words.

9It is the user’s choice whether to spend time at the outset trying to cover every possible inflectional pattern, or to provide
some patterns first and then correct for lack of coverage during failure-driven system modifications.

10The morphological learning program was developed by Kemal Oflazer and is described in Oflazer, Nirenburg, and
McShane (2001).
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FIGURE 7. The paradigm for the word telefon “telephone” in Polish.

Consider the following Polish paradigm, which was used as one of the test suites during
development of the above-mentioned morphological learning program for Boas.11 The pri-
mary example, telefon “telephone,” represents only the theme from which many variations,
in the form of secondary examples, were taught to the system (see Figure 7).

The composite, “bunched” paradigm covers 18 word-final consonants (and consonant
clusters) that form subgroups with the following special properties:
� b, p, f , w, m, n, s, z, t , d, st , zm take the Locative/Vocative Singular ending ie;
� l�, r , sl� take the Locative/Vocative Singular ending e;
� g, k, ch take the Locative/Vocative Singular ending u;
� before the Locative/Vocative Singular affix, the following consonant alternations take

place: t → c, d → dz, st → sć, zm → źm, l� → l, r → r z, sl� → śl;
� g and k take the Instrumental Singular ending iem, whereas all the other letters take em;
� g and k take the Nominative/Vocative Plural ending i whereas all the other letters take y.

All of these letter-specific inflectional variants were learned readily by the program based on
relatively few citation forms and select inflectional forms of them (those that could not have
been “guessed” by the program based on previous data). Of course, splitting the paradigm
up into several paradigms would have worked just as well for the purposes of the system, but
would have required more typing on the part of the informant: under the paradigm-bunching
scheme that we adopt here, the system generates the inflectional forms for all secondary
examples and the informant usually need only enter slight edits.

A key aspect of the learning loop methodology is that the system must be able to generate
word forms as well as analyze them—an extra nontrivial bit of functionality that has great
benefits in the KE environment but incurs development cost. There are other development
costs for this learning system as well. They involve developing the format of a morphological
grammar, algorithms for the learner, and a general morphological analyzer and generator. We
developed our own grammar formalism and learning algorithms. For this implementation we
used the XFST finite-state toolkit from Xerox Corporation.12

As an alternative to the above program of development, one can implement a much
simpler program with the understanding that it will shift some of the work from the system
to the informant. A very primitive learning program, designed to be used exclusively for
analysis, might require that all words in a paradigm inflect exactly alike (the extreme end
of paradigm splitting), that the informant specify stem-affix boundaries explicitly (with no
hypotheses generated by the system and no learning loop), that the informant type in all

11This example is drawn from and discussed in more detail in Oflazer et al. (2001).
12We had to develop our own toolkit for subsequent implementations, due to distribution constraints on XFST.
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inflectional forms from scratch, etc. Of course, between the primitive and the sophisticated
lies a great expanse of semiautomated options.

The obvious reason for selecting a sophisticated or a primitive learning program is the
availability of resources. However, another important consideration is how, if at all, the
informant needs to manipulate the paradigms later on. For example, if he or she must, while
acquiring the open-class lexicon, assign each open-class lexical item to a paradigm manually
(this information is essential for generation and helpful if extensive ambiguity is expected in
analysis), the inventory of paradigms should not run into the hundreds because presenting the
Boas user with such a choice through the interface would be difficult and not ergonomically
economical; moreover, it would be prohibitively time-consuming and error-prone. If the
learning program requires such fine splitting of paradigms and paradigm assignment in the
lexicon is a requirement, then system developers should at least make available a program
for semi-automatic paradigm assignment—otherwise the system becomes unusable.13 For
example, the informant could be asked for heuristics for membership in each paradigm
(based on the spelling of the stem, inherent features like gender, etc.), which would likely
constrain at least some assignments to exactly one but would leave others open to multiple
possibilities. For the latter, the informant could be prompted to choose among the relevant
possibilities, which is easier than dealing with the full inventory.

In sum, there is a tightly interconnected complex of decisions to be made that balance
development costs of the learning program with expectations of the informant. These deci-
sions lead to a system-specific definition of paradigm that, in the realm of KE, must be made
explicit to the informant.

Choice 6: How and how much should the informant help the morphology learning
program to generate good rules?

When rules of any type are learned by a system based on examples, the rules learned
could be reasonable (more or less of the type the human informants are expecting) or silly—to
put it more conservatively, not most economical. For example, if I provide the learner with
the examples of dogSg. and dogsPl. I expect it to learn that the suffix s pluralizes a noun.
Based on this assumption, I expect it to be able to analyze chairs as the plural of chair. If,
however, the system’s original rule was that dog becomes dogs by lopping off g then adding
the pluralizing suffix gs, it would be impossible to get a correct analysis of chairs. Of course,
in theory it is not necessary that rules and their interactions be transparent: after all, many
black-box systems work just fine. However, in the KE environment, where an informant is
available, it makes sense to exploit his or her input.

There are at least three ways that an informant can be used to monitor the machine
learning of rules:

1. showing the rules to the informant, which assumes that the rules and their interactions
are transparent, that the informant is capable of understanding and evaluating the rules,
and that there is some way for the informant to modify those rules that are for some
reason judged inappropriate;

2. using the newly learned rules to generate complete paradigms for given words, so that the
user can easily check the rules. This is the learning loop method described in Choice 5.

13In Boas, paradigm assignment in the lexicon was not required, so a program to do it semiautomatically was not developed.
At one point in our work we did, however, consider doing this and planned to use as heuristics (1) the determining letter or letters
at the relevant word boundary of the citation form (e.g., -ir vs. -er verbs in French) and (2) the values for the inherent features
for the given part of speech that were previously collected in Boas (e.g., nouns in Russian can have Masculine, Feminine, or
Neuter gender). For most languages, different combinations of values for these parameters should reduce the possible paradigm
membership to a small number—often 1.
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However, if the morphology analysis system is designed to be used exclusively for anal-
ysis, this option introduces extra development complexity due to the need to implement
a morphological generator;

3. having the informant guide the process of rule learning as it is happening by providing
extra information to guide system generalizations.

In Boas, the first option is available only to developers, not to informants in a KE environment.
The second option was implemented and proven effective in the instantiation of Boas that
benefited from the sophisticated machine learning program described under Choice 5. The
third option, implemented in an instantiation of Boas employing a less sophisticated learning
program, deserves further comment.

An important aspect of using an informant to guide rule generation is determining what
information will be most helpful. In the case of inflection, a crucial bit of information is the
stem upon which rules of inflection should operate. It is not necessary that the stem selected
be perfect when held up to an analytical microscope, but the choice must be reasonable—or
at least it must be what the informant has in mind when making generalizations. For example,
the Polish verb form czytać “to read” inflects the same as badać “to study,” grać “to play,”
and many more verbs. To put these words in the same paradigm, the stem for czytać would
need to be considered czyta- or czyt-, not cz- or czy-.

At the conceptual level, a program can be designed either to posit potential stems for the
informant to choose from (a multiple-choice question) or to ask the informant to determine
the stem without any suggestions by the system (a free-response question). At the interface
level, the choice is as follows: the informant can be asked to posit a stem for a paradigm
at the time of recording the inflectional forms themselves, or, alternatively, each manually
entered paradigm can be processed by the learner and then presented back to the user with
potential stems highlighted. For example, strings that occur in all forms might be colored in
some way, strings that occur in some smaller subset of forms might be underlined, spaces
might be inserted after the system’s best guess for the stem, etc. In short, a large number
of combinations of system and informant initiative can be implemented to ensure that the
crucial bits of information (stem and/or word segmentation) be fixed before the final rules
are generated.

Apart from this paradigm-centered KE, a higher-level KE scenario can be designed
to support the machine learning process: the informant can be directly asked which types
of affixation L employs inflectionally (suffixation, prefixation, infixation, circumfixation),
which morphographemic alternations should be expected, whether L uses suppletive stems,
etc. This information, then, can be used to restrict rule generation in L-specific ways. In sum,
having the user guide for certain tangible aspects of rule making is a smart way of exploiting
human input in a KE environment, even though some input of this kind could be produced
only by expert acquirers.

Choice 7: How can an interface best support the creation of user-designed inflec-
tional paradigms?

The paradigm template is the core of paradigm-based elicitation of inflectional knowl-
edge. There are two main concerns in creating paradigm templates: representing the full
inventory of parameter value combinations for the given part of speech (e.g., Nominative
Singular; Past Progressive First Singular Feminine) and laying out the interface in a manner
that is understandable to and convenient for the informant. We discuss each of these in turn.

The paradigm template must contain an inventory of all the combinations of parameter
values an inflectional form realizes, labeled in unique ways. Although linguists are accus-
tomed to certain naming conventions, these need not necessarily be held to—a point that is
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particularly important in the world of KE. For example, if an informant finds it easier to call a
noun form Regular Many or Basic Multiple instead of Nominative Plural, there is no reason
why the standard terminology need necessarily be imposed. As with everything, however,
there are trade-offs. If an informant decides to use idiosyncratic names for parameters and
values, he or she may (depending on the application) need to explicitly map those param-
eters and value names to more traditional ones if the knowledge acquired is to be used in
conjunction with systems that use a more traditional terminology.

In Boas, it is expected that traditional names of parameters and values will generally be
used even though they are not strictly imposed. That is, as a largely expectation-driven KE
system, Boas organizes cross-linguistic knowledge into inventories of parameters, values,
and means of realization that the informant uses to organize his or her description of L.
Expert informants should be familiar with the traditional naming conventions and comfortable
using them, while novice informants should follow Boas’s pedagogical lead and be learning
names of phenomena as they are learning about the phenomena themselves. For the standard
feature transfer methods in MT that are applied to nouns, adjectives, and adverbs in Boas,
using the traditional naming conventions is convenient and saves the step of positing formal
correspondences between each parameter value in L and English. However, because verbal
transfer in Boas is handled differently, no naming conventions take preference over any
others and the informant is encouraged to use whatever names he or she likes best (especially
because traditional names for aspects and moods are largely opaque to begin with).

The Boas method of verbal transfer, which does not rely on default mappings, is what
we call “bundling.” Bundling is a translation-based method of establishing correspondences
between complex sets of parameter values in L and English. For example, if a Russian
informant translates the verb form s”el as ate, the system creates a correspondence between
the bundle of Russian parameter values that describe s”el (e.g., Past, Masculine, Singular)
and the bundle of English parameter values that describes the word ate, which are resident in
the English morphology-related resources of Boas from the outset. This method of deriving
transfer rules circumvents potential noncompositionality of parameter-value bundles in L
and gets to the very heart of the task: teaching the system to translate from L into English.
Placed in a broader perspective, this example shows that naming conventions may or may
not be important depending on the implementational details of the application.

The next issue in building a paradigm template is listing the full inventory of combinations
of parameters and values. This can be done by introducing the abstract parameters and values
from the outset, or by working up to that abstraction using real word forms as prompts.
Under the first method, the system asks the informant for what parameters the given part of
speech inflects (e.g., Number, Case), what values each parameter has (e.g., Singular, Plural;
Nominative, Accusative, Genitive), and what combinations of parameter values are licit (e.g.,
Nominative Singular; Nominative Plural). This method is convenient and efficient for experts
because this is the lingo of linguists.

For novices, however, the gearing-up stage of referring to real word forms might help to
generate the abstractions. It would be especially convenient if a set of corpus-processing tools
were used to bunch words with seemingly the same stem; then the user could assign parameter
values to nests of words and work toward the necessary abstractions. The corpus-oriented
method has, however, certain drawbacks: it inevitably introduces noise that could seriously
confuse a novice, like inaccurately determined parts of speech or the mixing of inflectional
and derivational forms. In addition, analytical inflectional forms (e.g., will have gone) are
bound to remain undetected, which could lead to large gaps in the actual paradigm for a part
of speech. Because of these drawbacks, Boas used an exclusively parameter/value-driven
methodology for all users in all instantiations of Boas, but supplied the task with extensive
training materials to support novices.
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FIGURE 8. An excerpt from the Boas page describing different paradigm layouts.

With respect to paradigm layout, consider the following two variations for a rather simple
paradigm template covering the Cartesian product of the values of two parameters, Number
with values Singular and Plural, and Case with values Nominative, Genitive, and Dative (see
Figure 8).

The impact of the difference in layouts may not be fully appreciated in this small sample,
but if one imagines a verbal template that must, for some language, subsume three tenses,
four moods, two aspects, three persons, and three genders, the importance of a convenient
layout becomes clear.

Boas gives the informant wide rein in creating a paradigm template by having him or
her order parameters and values, select the simple table or the hierarchical layout and, if
hierarchical, select how many parameters are to be listed as headings and how many in the
table itself. As a result, the layout can cater to any language, any grammatical tradition, and
any taste.14

Choice 8: Once the paradigm template is created, how should we go about choosing
sample words to serve as input for the morphology learning program?

Once the paradigm template is built, it is time to obtain sample word forms that will
eventually be used by the morphological learning program (a component of the MT system
builder module) to create rules of inflection. In Boas, this can be done by the user in either
of two ways—with system guidance, using the “scenic route,” or without system guidance,
using the “fast lane.” The scenic route, which assumes that the user knows little or nothing
about grouping words according to inflectional patterns, begins with a simple translation task.
A semantically diverse sample of open-class entities is provided for the user to selectively
translate, as shown in Figure 9. If the given part of speech has grammatically relevant inherent

14See McShane (2003) for a discussion of paradigm layout.
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FIGURE 9. An excerpt from the elicitation of lexicon samples for the creation of nominal paradigms in
Russian. The informant indicated earlier that Russian nouns have two inherent features: Gender with the values
Masculine, Feminine, and Neuter, and Animacy with the values Inanimate and Animate.

features (which would have been indicated in an earlier elicitation), the user is asked to select
the values for those features as well.

This list of words is then fed through a paradigm-hypothesizing program that provision-
ally groups words into paradigms based on their final letter(s) (vowel/consonant) and, if this
information is available, on their inherent features, because these are common diagnostics
for paradigm membership in many languages. Once the system makes a preliminary cate-
gorization, the informant is asked to judge whether the inflectional forms of the words in
those groups are significantly alike. As he or she carries out this informal analysis, he or she
manually accepts or overrides the system’s suggestions. Figure 10 shows an excerpt from the
interface where a Russian informant carries out this process. The left-hand side of the table
shows the system’s paradigm guesses. The right-hand side (whose text fields are independent
of what is directly to their left) shows that the user has accepted the system’s guesses in large
part but has split some groups more finely.

At the next step, the informant is prompted to select his or her favorite example from
each of the resulting groups to act as the primary example for the paradigm. This is simply
a guided way of coming up with an inventory of examples for the learner to work with. The
user who selects the fast lane circumvents the translation and machine-grouping tasks and
simply types an inventory of examples into a text field.

The above elicitation process shows a number of important features of the KE methodol-
ogy: combining system and user initiative to expedite a task; foreseeing informant needs and
preferences in carrying it out; and driving the knowledge-elicitation process with resident
metaknowledge about the domain at hand—here, cross-linguistically prevalent diagnostics
for paradigm membership.

Choice 9: For each sample paradigm, how can the complete inventory of forms be
obtained?

We are at the point in the process where the informant must provide all the inflectional
forms for the selected inventory of words using the custom-designed paradigm template. This
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FIGURE 10. The informant manually groups words into paradigms, using the system’s suggestions (to the
left) as nonbinding guidance.

could be done with more or less system assistance, depending on both the capabilities of the
machine learning program (e.g., should it be able to generate, too?) and the preferences of
developers and informants. On the “no-tech” end of the scale is having the informant type
in each word form from scratch or filling each cell of the template with the citation form for
the informant to edit as necessary.

A higher-tech option is for the system to generate word forms for editing based on
previously learned rules for that or other paradigms. For example, the informant might
be required to type in the forms of the primary example for each paradigm, but forms of
secondary examples could be generated and then edited.15 Even better, the informant might be
able to circumvent typing out all forms of the primary example (except in the first paradigm)
by selecting to generate forms using the rules of the most similar previous paradigm. Better
yet would be to permit the informant to decide how he or she wants to go about providing
forms for the given paradigm: from scratch, from the citation form, or using the rules of
any previously created paradigms. In short, any means that will save time and effort on the
part of the informant should be exploited in the KE environment if resources for system
development permit the requisite enhancements.

Choice 10: What about multiword inflectional units?

The method of eliciting inflectional morphology described above presupposes that in-
flected forms are synthetic, that is, consist of a single word. However, in many languages

15This was done in Boas using the sophisticated learning program described in Choice 5. The other options listed below
have not been developed.
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some inflectional forms are analytical, that is, involve several words (as in the English has
been reading). Learning the rules of multiword inflection could be carried out in various
ways, with choices limited, as always, by the capabilities of the machine learning program.

From the point of view of informants, the easiest way to deal with analytical inflectional
forms is to disregard the fact that multiple words are involved. After all, when a person is
learning tenses in English, no great emphasis is placed upon the fact that future tense will
go contains two words whereas present tense goes contains only one word. Moreover, in
some languages analytical and synthetic forms occur as alternates for a given combination
of parameter values: e.g., the First Singular Future for the Ukrainian verb meaning “to write”
can be budu pysaty or pysatymu. Therefore, in a KE environment, it would be nice to permit
the informant to list all inflectional forms, regardless of their type, in the paradigm and expect
the learning program to learn the appropriate rules. However, there are two problems with
this: first, expert informants might be dissatisfied with the amount of redundancy involved
in typing out so many forms; second, most machine learning algorithms are designed to deal
only with single-token entities.16

Based on these considerations, the inflectional morphology module in Boas deals with
analytical inflectional units separately, as follows. Once the full paradigm template has been
established, the informant is asked to divide up cells (i.e., combinations of parameter values)
into those that have single-word realizations, multiword realizations, or both. The single-word
entities are extracted and dealt with in the way described above, and the multiword entities are
sent to a different elicitation module where the informant provides an inventory of auxiliaries
and their inflectional forms, if applicable, then links them, singularly or in combination, to
the correct form(s) of the main word.

The process of building up analytical inflectional forms requires that the informant

1. list the citation form of all auxiliaries used to form analytical entities for the given part
of speech;

2. indicate if they are fixed in form or inflect;
3. in the latter case, create a paradigm, supplied with parameter values, that includes

whichever forms are used in auxiliary function;
4. group the analytical inflectional forms based on which auxiliaries they require (e.g., have

gone and has gone would be in one group, but will have gone would be in another);
5. for each group, indicate how many auxiliaries are used, which ones they are, and in which

order they typically occur with respect to each other and the head word;
6. indicate which forms of inflecting auxiliaries and which forms of the head word are used

for the given group.

On the basis of this information (specifically, the parameter value tags), the system generates
an inventory of what it expects should be valid synthetic combinations and the user checks
it, correcting any possible errors.

2. EVALUATION

Boas has undergone continuous informal testing by the authors as well as by students
and colleagues at various stages of its development. Students at the 1999 CRL (Computing

16It was not feasible, within the morphological analysis architectures we developed, to consider the blank space to be a
character then analyze multiword inflectional units as single-word entities. Under such an approach, prefixation and suffixation
would often turn into infixation (e.g., has gone vs. had gone), which is more difficult to capture by rules. Also, having the blank
space as a potential character would add much noise to tokenization.
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Research Lab) Language Technologies Summer School at New Mexico State University, most
of whom knew a second language natively or well, created a short profile of that language as a
laboratory exercise. Students of the African Languages Center of the University of Maryland
Eastern Shores used the system to develop profiles of Yoruba and Ibu, and a student at Purdue
University used the system as part of a linguistically oriented introduction to Swahili.17 The
drawback of most of these tests is that time did not permit students to read and absorb all of
the instructional materials. Therefore, although most tasks were understood by most users,
and many were carried out correctly even without the users reading the materials, the work
would have been easier and fewer questions would have arisen if time permitted the system
to be used in the way it was intended, i.e., over a six-month period of time.

The student comments, in conjunction with comments from colleagues who have viewed
and tested the system, led to changes including:

� improving the look and feel of the interface;
� developing a map of the system that previews what types of information are elicited at

what points in the process; this was a point of concern for many users, who would think
of a phenomenon and would either want to provide information about it immediately or
would fear that the system would never get to it (usually the system had, in fact, planned
for it);

� extending explanatory materials to target particularly difficult issues; for example, in
some cases it is possible to provide the same information in more than one place, in
which case the user can choose to provide it in one module, the other module, or both;

� demoting some explanatory materials to links rather than having them occupy valuable
screen space;

� devoting more space to the elicitation of agglutinative morphology;
� augmenting the inventory of parameters and values;
� fundamentally redesigning the open- and closed-class interfaces to increase speed of

acquisition.

It must be said, however, that the most demanding users were the developers themselves;
therefore no revolutionary changes were made on the basis of outside input. The results of
Boas have not yet been used to ramp up full-scale MT systems, although the files that store
all data generated by using Boas are available and can be applied to MT or any other task.

We believe that Boas could be readily applied to various realms, including, for exam-
ple, education. With relatively minor augmentations, Boas could support training in general
linguistics, computational linguistics, and field linguistics because working through the pro-
cess of providing information about a language in a structured manner would be a hands-
on means of learning linguistic content and developing discovery skills. When modified
for this purpose, the Boas system would prepare students to work creatively and indepen-
dently as linguists; permit a customized, user-modeled approach to problem solving; offer
a truly empirical basis for learning; promote a flexible definition of “success,” because the
language chosen and the user’s knowledge of it would need to be taken into consideration
for evaluation purposes; encourage students to think globally, because rare languages will
be more interesting research candidates than better-studied languages; and facilitate the in-
teraction between NLP and linguistics, because the content covered and means of covering
it are largely driven by the ultimate processing needs.

Potential enhancements to Boas range from the conceptually and technically simple to the
quite complex. On the simple end, for example, we could develop more elicitation threads,

17The student is Katherine Triezenberg, working under Victor Raskin.
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for instance, to cover syntactic phenomena that, while rare, do occur in some languages.
On the complex end, we could attempt to develop smart redo capabilities in those modules
where our current redo function destroys results for subsequent tasks. For example, say
a user indicates that nouns in L inflect for six cases and two numbers. Say, further, that
after creating a paradigm template and providing all the forms for a large inventory of
paradigms he or she realizes that one case was forgotten—what type of redo capacity can
be realistically incorporated into our fully automated system? Tallis (2000) describes script-
based support for modifying knowledge bases, which guides the user through all the steps of
changing the knowledge base such that new information is integrated with old, and the system
will never be left in an “incoherent” state (he uses as an example a transportation-planning
system that needs to be extended from covering only ships to covering aircraft as well). The
scripting approach shows promise for Boas, at least for those common errors that can be
anticipated.

3. CONCLUSIONS

Taking decisions in a computational application presents the same opportunities and
challenges as taking decisions anywhere else. There are always trade-offs, and cutting corners
in one area is usually echoed by added complexity in another. Evaluating one’s options
involves not only making the obvious decisions, but questioning the very premises that are
often taken for granted, for they may present unexpected further options. In this article, we
have tried to emphasize the payoffs of overtly analyzing the decision space in a specific
computational application. Along the way, we have tried to provide insights into certain
aspects of linguistics, knowledge elicitation, and NLP that, we believe, will take on an ever
more important role in the future.
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