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This paper was submitted and accepted to KEOD ’09 (the International Conference on 
Knowledge Engineering and Ontology Development, to be held in Portugal in October, 
2009). However, due to scheduling conflicts we had to pull the paper. We have recast it 
as a working paper. 

 

Abstract: The paper describes the benefits of carrying out ontologically-
grounded text analysis and reference resolution uniformly and simultaneously 
rather than by different systems or as pipelined modules within the same 
system. It shows how the resolution of some  of the more difficult referring 
expressions – namely, the pronouns it, that and this – can be carried out by 
priming the lexicon and ontology of a text-processing system with 
expectations that can significantly constrain, or even narrow down to one, the 
choice space of candidate sponsors. It also shows how reference resolution 
can inform basic semantic analysis, particularly in cases of unexpected input, 
non-literal language and other difficult natural language phenomena. Central 
tenets of this line of research are that automatic semantic analysis is 
necessary, feasible, and best carried out using static knowledge resources that 
centrally include a property-rich, unambiguous ontology. 

1 INTRODUCTION 
The term “reference resolution” has been used loosely to describe very different problem 
spaces. In the narrow meaning most commonly encountered in natural language processing 
(NLP), reference resolution is usually understood as string-level co-reference resolution, 
which is the linking of referential text strings (words and phrases) to each other with little or 
no connection to semantics. In a much broader sense, reference resolution is anchoring the 
meaning of each referring expression (RE) in the mental model of the intelligent agent 
processing the text, such that new information about entities can supplement or amend old 
information, if any, leading to memory population not unlike what a human would carry out. 
It is widely agreed that to (a) improve the quality of co-reference resolution, (b) support full 
reference resolution and (c) permit more kinds of reference phenomena to be successfully 
treated, semantic analysis is needed.  

This paper presents a constructive proof that interleaving the processing of semantics  and 
reference resolution is a promising avenue of development for treating even the more 
difficult referring expressions that have almost universally been considered out of purview in 
NLP but that are indispensable in building truly intelligent agents for applications requiring 
human-computer cooperation.  The referring expressions to be focused on here – the 
pronouns it, that and this – are considered more difficult because they can refer either to 
noun phrases (NPs) representing objects or events, or to spans of text representing 
propositions. So a reference resolution system must first determine which type of sponsor a 
given instance of these expressions requires, then find the correct sponsor of that type. It will 
be shown that both of these processes can be facilitated by goal-oriented population of a 
system’s lexicon and ontology, and by interleaving the processing of syntax, semantics and 
reference resolution. This approach not only aids in reference resolution but, in some cases, 
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even permits reference heuristics to inform basic semantic analysis, thus improving the 
overall quality of text analysis.  

 
1.1  Reference vs. Coreference 
As mentioned above, the most widely pursued reference-oriented task in NLP is co-reference 
resolution, whose final goal is to match coreferential text strings  with each other, typically 
with little or no connection to text meaning. The majority of coreference resolution systems 
to date have used statistical methods to treat a narrow range of REs such as I, you, he, she, 
we,  it and they – but only if they refer to a single NP constituent. These systems typically 
employ a relatively small number of surface features such as string matching, morphological 
agreement, the text distance between the entity and the potential sponsor, the syntactic 
positions of the entities (subject, object, etc.), occasionally their semantic roles (agent, 
theme, etc.), and various other heuristics that do not require  text understanding (see, e.g., 
Mitkov 1998). Recent work has shown that the incorporation of semantic features drawn 
from Wikipedia, WordNet and light semantic parsing can improve coreference resolution for 
some REs, still in the statistical paradigm (Ponzetto and Strube 2006). But even the latter 
work (a) does not extend to the more difficult REs, which are not annotated in available 
corpora, and (b) has as its end goal the linking of text strings, irrespective of their meaning.  

There are practical reasons why more difficult REs are not annotated in available corpora: 
the task is difficult and therefore expensive, with respect to both formulating the guidelines 
and having annotators carry them out (cf., e.g, Hirshman and Chinchor 1998); there can be 
more than one right answer (benign ambiguity), which complicates evaluation schemes; 
achieving high interannotator agreement – which is considered even more important in 
annotation evaluations than getting the right answer – would be difficult based on the 
previous consideration; and many of the elements that would need to be linked are either not 
available at surface structure, as in the case of ellipsis, or are not available as a single 
syntactic constituent, as in cases of sets of objects or events that are located at different 
points in the text (e.g., Driver X did Y, driver A did B, then both drivers did C.).1 If we 
combine the difficulty and expense of large-scale corpus annotation for difficult REs with 
the fact that their resolution of requires more semantic features, it becomes clear that the 
“annotate & statistically process” paradigm is not likely to offer near-term solutions.   

 
1.2 Semantic Analysis 
The research reported here is being carried out in an NLP environment, called OntoSem, (the 
practical implementation of the theory of Ontological Semantics, Nirenburg and Raskin 
2004), which is dedicated to the semantic analysis of text. The analyzer in this environment 
takes as input raw text and carries out its tokenization, and morphological, syntactic, 
semantic and pragmatic analysis to yield text meaning representations (TMRs). For example, 
the basic TMR for the simple sentence John drew a picture yesterday, which includes the 
results of disambiguation and the establishment of the basic dependency structure, is: 

 
 

                                                
1 For an overview of many kinds of REs that are not treated in current systems as well as  suggestions for 

how they might be in current and future systems, see McShane 2009. 
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DRAW-1 
      AGENT      HUMAN-1 
      THEME      DRAWING-1 
      time             (combine-time (find-anchor-time) -1 day) 
HUMAN-1 
     AGENT-OF     DRAW-1 
     HAS-PERSONAL-NAME   “John” 
DRAWING-1 
      THEME-OF     DRAW-1 
 
The words in small caps are unambiguous ontological concepts belonging to the 

OntoSem ontology. The concept names look like English words and phrases only for the 
convenience of developers. The concepts in the OntoSem ontology are described by many 
relations and attributes. For example, the concept draw, defined for people as “to make lines, 
pictures, etc., as with a pencil”, has among its dozens of properties the following: 

 
DRAW 
    IS-A     value    GRAPHIC-EVENT 
    SUBCLASSES  value    TRACE, UNDERLINE 
    THEME    sem    DRAWING 
    AGENT    sem    HUMAN 
    BENEFICIARY sem    HUMAN 
    INSTRUMENT  sem    WRITING-IMPLEMENT 
    LOCATION  sem    PAPER 
      relaxable-to  PHYSICAL-OBJECT 
    … 
 
Value, default (not shown here), sem and relaxable-to are all facets that indicate 

decreasing strengths of the selectional constraints.2 The numbers appended to concept names 
in TMRs indicate that these are instances of concepts. In this example, each instance has the 
number 1, which assumes that no other entities of given types have yet been instantiated in 
the text being processed. The time property is filled by a call to a procedural semantic 
routine, what we call a “meaning procedure”. Meaning procedures are called after 
construction of the basic TMR, and their output is entered into the extended TMR, which 
reflects the results of reasoning past that required to establish disambiguation and the 
establishment of the dependency structures. Reference resolution is typically considered part 
of creating the extended TMR; however, as will be shown below, the processing of basic 
semantics and reference are often better carried out in tandem. 

For general orientation, text analysis in OntoSem relies on:  
 

                                                
2 The relaxable-to value for location could actually be further constrained to include certain kinds of 

physical objects (REFRIGERATOR, WALL) and exclude others (PARAMECIUM, LIQUID). The reason for the rather 
coarse grain-size of description of this concept is practical not theoretical: ontology building is expensive and 
draw has not been a special focus of any of our applications. 
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• The OntoSem language-independent ontology, which currently contains over 8,000 
concepts. The meta-vocabulary of the ontology is comprised of about 350 basic 
properties (relations and attributes). The number of concepts is intentionally 
restricted, such that a given ontological concept is typically used, with necessary 
local modifications, in the lexical descriptions of many words and phrases, not only 
synonyms.  

• An OntoSem lexicon for each language processed, whose entries contain, among 
other information, syntactic and semantic zones (linked through special variables) 
as well as meaning-procedures. The semantic zone most frequently invokes 
ontological concepts, either directly or with modifications, but can also describe 
word meaning extra-ontologically, for example, in terms of parameterized values of 
modality, aspect, time or combinations thereof. The English lexicon currently 
contains about 35,000 senses, not counting word forms productively analyzed on 
the fly using lexical rules. Taking those into account significantly increases the 
number of understood senses in our lexicon. (See McShane et al. 2005b for further 
description of the lexicon.)  

• A fact repository, or intelligent agent memory, which is a knowledge base of what 
logicians call assertions. It contains real-world facts represented as numbered 
instances of ontological concepts. Just as the relationships between types of objects 
and events are stored in the ontology (the descriptive component of the knowledge 
base), the relationships between instances of objects and events are stored in the 
fact repository. The knowledge stored in the fact repository is decoupled from the 
form in which it is expressed in text; it can even come from multi-lingual sources. 

• The OntoSem text analyzers, covering everything from tokenization to extended 
TMR creation. 

• The TMR language, which is the metalanguage for representing text meaning. It is 
compatible with the metalanguage of the ontology and the fact repository.   

 
The core of semantic analysis, as we view it, is creating an unambiguous, language-

independent representation of the meaning of text. Our preferred approach to creating 
applications is to store information extracted from TMRs in the fact repository (system 
memory) then query the fact repository as needed.  

OntoSem can carry out all the stages of processing listed above, producing extended 
TMRs as the result of text analysis. Obviously, TMRs are often imperfect, achieving perfect 
ones being the holy grail of automatic text analysis. However, even imperfect TMRs can 
support a wide range of applications, meaning that we need not wait until automatic 
semantic analysis has been perfected before we begin reaping its benefits. (See McShane et 
al. 2008a,b, Beale et al. 1995 and others for examples of OntoSem applications.) 

Since it is important to understand the big picture of a text processing approach in order 
to understand the potential impact of a particular module or microtheory, let us mention 
some ways in which we are working to make the system more robust – apart, of course, from 
continuing to build lexical and ontological resources and various kinds of rule sets. (1) We 
are incorporating self-evaluation into the analyzer such that it knows when to trigger 
recovery procedures in cases of unexpected or ill-formed input, incompleteness of lexical 
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and ontological resources, extended usage of language, such as metaphor and metonymy, 
etc. (2) We are developing engines that can learn lexicon and ontology on the fly, in the case 
of unknown words, unknown grammatical constructions, etc. (Nirenburg and Oates 2007). 
(3) And we are modifying our current pipeline of processing  – which has the well-known 
advantages of efficiency and reduced complexity – such that syntactic, basic semantic, and 
extended semantic (e.g., reference resolution) features can inform each other, in more of a 
blackboard-style architecture. In short, the work on advanced reference resolution work 
reported here is not being carried out in a conceptual bubble, it is being incorporated into a 
working, forward-looking system.  

The last line of work mentioned above is particularly important for the current discussion 
since a core hypothesis is that reference resolution systems will benefit from detecting and 
processing referring expressions to the extent possible during basic analysis, rather than 
passing every referring expression off to a generalized reference resolution engine to be 
launched after basic analysis has been completed. 

2 Selectional Restrictions 
The most obvious way to exploit semantics in reference resolution – apart from using case-
roles as features, which some systems already do – is to match the semantics of the RE with 
the semantics of the candidate sponsors. This works well when the RE and the candidates are 
semantically full. For example, in (1),  

 
(1) When John gave his puppy some food from his plate, the dog wagged its tail with 

delight. 
 

the dog (instantiated, say, as DOG-2) can readily be coreferred with the puppy (DOG-1 (AGE < 
1 (MEASURED-IN YEAR))). The candidates food (INGESTIBLE-1), John (HUMAN-1) and dinner 
plate (PLATE-1) will be rejected since they are ontologically much more distant. When a RE 
is not semantically full but has some obvious constraining features, like gender or number 
(he, they), the search space for candidates is also narrowed, albeit less so. However, the REs 
it/this/that can refer to practically anything, from inanimate objects to propositions and even 
to people in some cases: This is my cousin. As such, their lexically recorded ontological 
mapping has to be all, the base node of the ontological tree of inheritance.  

When resolving these REs, the analyzer can still exploit selectional restrictions but in a 
different way. The meaning of the REs can be constrained by the semantic expectations of 
the event that selects them as a case-role. Take, for example, the following context for which 
the system is trying to resolve the boldface underlined instance of it and the chain of 
coreferential sponsors is shown in boldface. 

 
(2) “Quite so. It is the problem of slavery. And we are trying to solve it by amusing 

the slaves.” (Oscar Wilde) 
 

The word solve has only one sense in our lexicon, which is mapped to the ontological 
concept SOLVE. The immediately relevant properties of this concept are as follows:  
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SOLVE 
    IS-A  value  DETERMINE 
    AGENT sem  ANIMAL 
    THEME sem  PROBLEM 
    … 
 
The fact that solve takes an agent that is constrained to ANIMAL (dolphins can solve 

problems too) gives a vote for the fact that this ontological concept might, in fact, 
appropriately represent the meaning of the context. (Remember, our lexicon and ontology 
are incomplete, and solve might have had a non-agentive meaning not yet recorded.) But the 
more important fact is that solve takes a theme constrained to problem.  The noun problem is 
lexically described as mapping to the concept PROBLEM, making the selection of 
problem/PROBLEM-1 quite simple for the analyzer.  

To reiterate, the ontological mapping of the verb that selects a semantically impoverished 
RE as a case-role can constrain the search space for a sponsor as effectively as if the RE had, 
itself, been a full referring expression. Of course, this assumes that reference resolution is 
being carried out at the level of semantic interpretations, not text strings.  

However, in some cases the task is a bit more complex, for example, when the verb 
selecting the semantically impoverished RE is highly ambiguous, like have:  

 
(3)  Babies’ immature digestive systems are usually the cause, and most infants stop 

having acid reflux by the time they reach their first birthday. Some children do 
not outgrow acid reflux, however, and continue to have it into their teen years. 

 
Basic disambiguation requires the selection of one of the 50+ senses of have in the 

lexicon, which map to very different ontological concepts. (Note that most of these senses 
are highly constrained phrasals: we are not introducing spurious ambiguity into our lexicon.) 
Many of the concepts evoked by these senses expect a human or animal as the agent, so the 
analysis of children as a set of young humans does not help much to disambiguate have. Nor 
does the semantically impoverished direct object, it, whose meaning will be realized as all.  
However, carrying out disambiguation and reference resolution as a single process provides 
the necessary information to get both things right. Let us follow the process step by step. 

As in most approaches to reference resolution, our system keeps a running list of referring 
expressions (refexes) that might function as sponsors for later refexes. They are stored both 
as strings and as instantiated ontological concepts. So, by the time the system reaches the 
analysis of it, the candidate list will include, working backwards: 

 
acid reflux/ACID-REFLUX-100 
children/HUMAN-234  
birthday/BIRTHDAY-4 
acid reflux/ACID-REFLUX-99 
infants/HUMAN-233 (also a set)  
immature digestive systems/DIGESTIVE-SYSTEM-3  
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babies/HUMAN-2323 
 

The instance numbers listed, of course, assume a certain state of the system’s fact repository 
(memory) when it processes this text.  

The algorithm that will both disambiguate have and resolve the reference of it is, in 
simplified form: 

 
1 Compare the selectional constraints imposed by each sense of verb with the meaning 

of each available sponsor and score the semantic compatibility. 
2 If one verb/sponsor pair significantly outscores the rest, select that verb sense and 

that sponsor.   
3 Else, use non-semantic coreference preferences – such as text distance, syntactic 

constructions, etc. – as the final arbiter for high scoring candidates.  
 

In our example, the highest scoring sponsor will be acid reflux/ACID-REFLUX-100, which is 
in a chain of reference with ACID-REFLUX-99. The analyzer’s ability to choose this sponsor 
depends upon the existence of lexical sense have-v7, described, in shorthand, as follows: 

 
syn-struc: 
    subject ($var1) 
 verb ($var0) 
 directobject ($var2)  
sem-struc: 
    ^$var2  (sem MEDICAL-EVENT)        ; MEDICAL-EVENT is a constraint 
           EXPERIENCER (^$var1 (sem ANIMAL)  ; ANIMAL is a constraint 
 
When the system evaluates acid reflux/ACID-REFLUX-100 as the sponsor filling the role of 

$var2, this candidate matches the narrow selectional constraint on the direct object. In 
addition,  children/HUMAN-234 is a perfect fit for $var1. Have-v7 will beat out other senses 
of have because it most narrowly corresponds with the input text. By contrast, have-v1, for 
example, permits $var2 to be any PHYSICAL-EVENT, which is a much broader constraint.  

There is one other feature of this context that also votes for have being analyzed as have-
v7: there is an instance of have in the previous context that maps to have-v7 with very high 
confidence since its explicit direct object, acid reflux, maps to ACID-REFLUX, which is a 
MEDICAL-EVENT. All of these clues are leveraged together when resolving the reference of it. 

As regards step 3 of the algorithm, note that our core reference resolution engine is 
already being optimized for each possible set of available features: for example, all surface 
features but no semantics, all surface features and case-roles but no other semantics, and so 
on. This optimization is important for two reasons. First, if the analyzer has little confidence 
in its semantic analysis of some relevant part of the context, semantic features will be turned 
off and reference resolution will proceed without them. This captures the intuition that a bad 
semantic analysis, which could immediately discard the correct sponsor, is worse than no 

                                                
3 We ignore the details of semantic representation for now, such as making plurals into sets and adding 

descriptors to human to differentiate children from infants. 
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semantic analysis at all. Second, we are trying to make our overall approach – which differs 
from other approaches in more ways than by just incorporating semantic features (see 
McShane et al., Submitted) – useful for systems outside of our own, systems that might not, 
e.g., have access to semantic features.  

Apart from the complexities introduced by multiply ambiguous selecting verbs, there are 
even more challenging issues associated with “extended uses” of language, as in (4).  

 
(4) “You have your looking-glass.” “It is unkind. It merely shows me my wrinkles.” 

(Oscar Wilde) 
 

In processing the sentence It is unkind, the semantic analyzer will detect incongruity: only 
animals can be unkind, and if it refers to an animal, it must be non-human.4 However, there 
are no such candidate sponsors in the preceding context, even if we go back quite far. Under 
normal sentence-by-sentence, processor-by-processor processing, the analyzer might remain 
stumped by this sentence. However, if it analyzes the whole context together, and 
incorporates some reference resolution heuristics into basic semantic analysis, it can make 
some headway.  

Let us say that the system attempts to determine the meaning and resolve the references 
for the two sentences about which it is confident first, leaving the incongruous second one 
till last. The basic semantic analysis of these sentences is straightforward, and the second it 
will be coreferred with looking-glass/MIRROR-1 since the latter is a strong ontological match 
for the instrument of show. Once these easier tasks have been accomplished, the analyzer 
can return to the  problematic intervening sentence. When doing so, it can use the following 
two heuristics that are incorporated into our reference resolution engine: 

 
• If a chain of coreference is available, and no other heuristics override it, assume the 

chain is in force. 
• It (like this and that, by the way) is a very strong candidate sponsor for a subsequent 

it. 
 
Using these two heuristics together, in the absence of any more promising candidate 

sponsors, the it in the middle sentence will be assumed to participate in the reference chain 
looking-glass/MIRROR-1, it/MIRROR-1, it/MIRROR-1. This does not, of course, solve the 
semantic problem of the incongruity of the middle sentence but it does give the analyzer a 
narrower problem space in trying to resolve that incongruity using metaphor processing and 
the like. That is, the analyzer will be attempting to resolve the incongruity of the meaning of 
“mirror is unkind”, not “some as yet undetermined inanimate object is unkind.” 

An obvious question is, must all such heuristics, combinations of heuristics and 
conditions for their firing be recorded? Certainly they must. But we are talking here not 
about quick fixes for the simpler reference phenomena but about trying to fundamentally 
solve problems of reference resolution and semantic analysis for intelligent agents to an 
extent that reflects the original, ambitious goals of artificial intelligence.  

                                                
4 This is not the same situation as It is my brother. 
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3 Phrasals 
There are various types of constructions (cf. Construction Grammar, e.g, Kay and Fillmore 
1999) that can be lexically recorded to ease the work of a generalized reference resolver, 
again viewing semantic analysis and reference resolution not as pipelined subtasks but as 
collaborative efforts. We describe just a few such phrasals here for two reasons: first, to 
show that recording and using them is quite possible in current, functioning systems; and 
second, to show that the challenges presented by various uses of the  referring expressions 
it/this/that are neither overwhelming nor universally equally difficult to overcome  if we 
approach them linguistically and in a semantically-oriented text processing environment. 

As a first example, it/this/that are often used as the subject in copular constructions with a 
predicate nominal, as shown in (5): 

 
(5) You should study the Peerage, Gerald. It is the one book a young man about town 

should know thoroughly…  
 

Predicate nominals – here, the one book a young man about town should know thoroughly – 
are not referring expressions and therefore are not instances of ontological concepts that 
need to be resolved. Instead, they are descriptors. So, the process of analysis for such 
sentences must actually accomplish three things: (1) detect that the predicate nominal is a 
descriptor, not a concept instance that requires reference resolution, (2) use the meaning of 
the predicate nominal as the semantic type for the subject (it here is BOOK-DOCUMENT) and 
(3) trigger the search for a sponsor. The fact repository information we would want to be 
recorded from this pair of sentences is:5 

 
BOOK-DOCUMENT-1 
 HAS-NAME   “the Peerage” 
 THEME-OF   STUDY-1 
 COREFER    BOOK-DOCUMENT-2 
 textstring   the Peerage 
BOOK-DOCUMENT-2 
 THEME-OF   KNOW-1 
 COREFER    BOOK-DOCUMENT-1 
 textstring   it 
 

In order to permit all three stages of processing to be carried out at once, we record the 
following phrasal in the lexicon: 

 
 
 
 
 
 

                                                
5 Of course, know-1 and  study-1 would also head frames in the TMR and the fact repository and would be 

further described by properties as applicable. 
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(it-n3 
    (def: ‘this’ as the subject of a copular construction) 
    (ex: It is a camel.) 
    (syn-struc 
  ((root $var0) (cat n) (type pro) 
    (v ((root $var1) (cat v) (root *be*))) 
    (np ((root $var2) (cat np)))) 
    (sem-struc  
  (^$var1 (null-sem +))) 
    (tmr-head (value ^$var2)) 
    (meaning-procedure  
  (trigger-reference-copular-it/this/that 
    (value $var1) (value ^$var2)))) 
  

The syntactic structure says that this phrasal is composed of the NP this + the verb be or any 
copula-like verbs that act similarly (e.g., appear, seem) + another NP. The semantic structure 
says that the meaning of be should be attributed null-semantics. This means that the 
semantics of be need not be analyzed productively by the analyzer – which would pose a 
non-trivial disambiguation task. Instead, its meaning is folded into the overall semantic 
description of the phrasal recorded in this entry. Typically, an ontological mapping or other 
semantic statement would be also be in the sem-struc, but this is a special case in which the 
semantic work is done elsewhere, namely, in the tmr-head and meaning-procedures zones. 
The tmr-head zone tells the analyzer that the semantic head of this structure in TMR should 
be the meaning of $var2 – in our example, the predicate nominal. So the basic TMR 
resulting from analysis of It is a book, outside of any context, is 

 
BOOK-DOCUMENT-2 
    textstring it 
    COREFER  trigger-reference-copular-it/that/this 
 

This says that the sentence means that there is an instance of BOOK-DOCUMENT that is 
instantiated from the text string it and must be coreferred with some sponsor. (Recall that the 
results of procedural semantic routines are not shown in basic TMRs).  

The question is, what is the difference between (a) encoding a phrasal with an attached 
meaning-procedure in a lexicon entry, as we did here and (b) carrying out basic semantic 
analysis without the phrasal then treating it/this/that as part of generalized reference 
processing at the stage of creating the extended TMR? The difference is ambiguity. The verb 
be has several different functions in English and, as such, several different lexicon entries. 
By including *be* in the lexicon entry for the phrasal “it *be* NP” and assigning it null 
semantics via the statement (^$var1 (null-sem +)), we tell the analyzer not productively 
analyze be: its meaning is taken care of by the recorded semantics of this phrasal entry. 
(Recovering the tense/aspect of *be* is treated separately.) In addition, the semantics of it is 
passed directly to the reference resolution engine, rather than forcing that engine to do 
further syntactic/semantic analysis. 
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The ability to determine the semantics of this/that/it using information from constructions 
like this is especially useful in determining whether the system is looking for a sponsor that 
is an OBJECT/EVENT or a sponsor that is one or more propositions. For example, concepts like 
HYPOTHESIS, PLAN, PROPOSE, many of the COMMUNICATIVE-EVENTS, CONTRADICT, DARE and 
many others both high and low in the ontological tree can refer either to other explicit 
mentions of them (e.g., He dared me to jump in the pool and I took the dare) or to 
proposition(s) that describe them (e.g., He thought I wouldn’t jump in the pool and I took the 
dare). Compare concepts like DARE with concepts like DOG or REFRIGERATOR, which cannot 
corefer with propositions. Knowledge about which concepts can corefer with propositions 
can help in the difficult task of automatically determining what kind of sponsor to seek for 
it/this/that.  

Consider, in this respect, example (6):  
 
(6) “I hope I shall remember that. It sounds an admirable maxim. But I'm beginning to 

forget everything. It's a great misfortune.” (Oscar Wilde) 
 
Here, the fact that the meaning of misfortune places it in an ontological class that can 

corefer with propositions suggests that it might be referring to a proposition. If no candidate 
sponsor meaning misfortune is available, the system can make the hypothesis that there is 
coreference with a proposition and trigger the routine to select which one. This routine does, 
in fact, exist and is currently being tested. 

Many other frequent uses of it/this/that can also be treated in large part by lexicalized 
constructions, such as the following, which are all included in our lexicon: 

 
• that *be* when/why/how/where clause (That is when Harry met Sally) 
• NP that be of gerund (Vulgar habit that is of sneezing all over people) 
• NP that be, gerund (Vulgar habit that is, sneezing all over people) 
• … this: NP/clause (She wanted this: 6 months of vacation and a beach house in 

Maui) 
• [tag questions] clause, isn’t/wasn’t/etc. it? (The weather is nice, isn’t it?)  
• and many, many more 

 
To reiterate the main benefits of creating phrasal lexicon entries for constructions using 

it/this/that: 
 

• Capturing phrasals is one way to reduce, at the time of basic semantic analysis, 
the problem space of resolving it/this/that. 

• The phrasals incorporate the meaning of highly ambiguous words, like be, so that 
they do not need to be separately disambiguated. 

• Even though phrasal processing often still includes a call to a procedural semantic 
routine, that routine is much more targeted than would be generalized reference 
resolution processing. 
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Note that this discussion did not consider instances of non-referring it/this/that, as used in 
idiomatic and pleonastic constructions. Our approach to detecting non-referring it/this/that, 
which is an aspect of basic TMR creation, is similar to our approach to resolving reference: 
we lexicalize known patterns and attribute null semantics to the non-referring elements. We 
also have generalized procedures for detecting previously not encountered instances of 
potential non-referring it/that/this, which are triggered by certain types of semantic 
incongruity and analysis failure. 

 

4 Discussion 
This paper has suggested that treating semantic analysis and reference resolution as linked, 
mutually informative processes can improve the results of both processes and that treating 
the “harder” referring expressions is not always as daunting as one might assume if one 
carries out the linguistic analysis that can reveal patterns and clues.  

The main point of this overall program of research is that reference resolution is not only 
about reference resolution, it is about overall agent understanding of text. Although the 
widely pursued, narrowly defined task of linking select REs with coreferential text strings 
might have furthered research on statistical methods and might have improved some 
applications, it is time to develop broader approaches to deal with the full problem space of 
reference resolution. The work reported here is one attempt to do that, with the results so far 
being quite promising. 

The semantic analysis environment described here, including its reference resolution 
modules, is currently being used in the multi-agent, simulation-oriented, interactive medical 
tutoring application called Maryland Virtual Patient (MVP; see, e.g., McShane et al. 
2008a,b, 2009). MVP is a prime example of an application for which high-quality, deep text 
understanding is needed, the processing of difficult phenomena cannot be postponed, and the 
returns of developing methods for effectively treating difficult phenomena should be great.   
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